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Does income inequality matter for economic growth? This paper hypothesizes that the
traditional use of a single scalar measure of inequality to explain growth cannot account for
the complexity of the relationship. It may be more relevant to decompose income inequality
into inequalities of opportunity and effort in order to capture separately the offsetting
channels relating total inequality to growth. Inequality of opportunity is expected to lower
growth in the form of foregone investments opportunities. Inequality of effort is expected to
spur it though strengthened economic incentives. Yet, the micro-level data necessary to
compute these two inequalities is demanding and seldom available in practice. Resultantly,
the empirical evidence about their effect on growth is scarce. This paper proposes a new
measurement methodology to face this data limitation. The method, based on multiple
imputation, is shown to yield precise estimates of inequalities of opportunity and effort. In
turn, their effect on growth is empirically investigated in Brazil, a country with a high
potential for growth and excessive inequalities. Inequality of opportunity is found to deter
subsequent growth in Brazilian municipalities over the period 1980-2010, while inequality of
effort is found to prompt it. These two effects are robust and significant, in contrast to that of
total inequality.
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I.

Introduction
People prefer incomes to be distributed according to their efforts rather than to

circumstances beyond their control, as shown by social attitude surveys (Fong 2001) and
laboratory experiments (Konow 2000). According to a recent neuroeconomic study in which
subjects are asked to assess the desirability of an income distribution (Cappelen et al. 2014),
these preferences are rooted in our brain reward system. The subjects display neuronal
responses associated with negative emotions when income payments are not proportional to
work efforts but show no aversion to inequality on its own. Similar behavioral responses are
observed in controlled experiments among primates rejecting unequal pays (Brosnan and de
Waal 2003) but accepting unequal gifts (Dindo and de Waal 2007), which seems an effective
strategy to ensure social cooperation and avoid free-riding in a repeated-interaction setting.
The distinction between inequalities of opportunity (IO) and effort (IE), grounded in a
solid philosophical and economic framework by Roemer (1993, 1998), appears particularly
suited to capture people’s attitude towards inequality. It may therefore help to better
understand the phenomenon of inequality, which economists have traditionally viewed as a
holistic concept. In particular, the distinction offers a promising explanation for the
inconclusiveness of the vast empirical literature devoted to the effect of inequality on
economic growth, which has resulted in contradictory findings. 1 This empirical lack of
robustness suggests that the various theoretical channels through which income inequality
may impact growth offset each other in practice. This paper expects these conflicting channels
to be captured separately by the opportunity and effort components of total income inequality.
For instance, Loury (1981) refers to the opportunity component when he explains that income
inequality deters growth by impeding the accumulation of human capital among children
from poor families. In contrast, the standard incentives argument by Mirrlees (1971),
according to which income inequality prompts growth by inducing people work to harder,
relates to the effort component.2 In summary, inequality would be like “cholesterol” with
respect to growth (Ferreira 2007): IO would be bad while IE would be good, such that the
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See Ehrhart (2009) or Neves and Silva (2014) for recent reviews of this literature; and Dominicis, Florax and
de Groot (2008) or Neves, Afonso and Silva (2016) for meta-analyses.
2
For studies related to Loury (1981), where credit market imperfections explain the foregone human capital
investment that inequality causes among poor children, see Galor and Zeira (1993), Bénabou (1996, 2000), Chiu
(1998), or Ferreira (2001). See also Piketty (1997) about physical capital accumulation, or Mejίa and St-Pierre
(2008) who abstract from credit markets but reach similar conclusions by focusing on the non-monetary factors
that influence human capital accumulation. For studies related to Mirrlees (1971), see Rebelo (1991) about the
adverse incentives of redistributive taxation, or Foelmmi and Zweimüller (2006) about the positive incentives of
inequality on innovation. A survey of the main arguments of the vast theoretical growth-inequality literature can
be found in Bénabou (1996) Aghion, Caroli and García-Peñalosa (1999), Bertola (2000) or Voitchovsky (2009).
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effect of total inequality should depend on which of its component dominates.
The potential for IO to be both morally objectionable and unambiguously detrimental to
economic development has attracted much discussion within the academic and policy
community (World Bank 2004, 2005; Ferreira and Walton 2006; Bourguignon, Ferreira and
Walton 2007; Ravallion 2009; Stewart 2016). Yet, few studies have attempted to assess
empirically this effect. The reason is that the decomposition of inequality into opportunities
and effort requires microdata on both income and its determinants called circumstances that
are beyond individual control, such as race or social background. When available, such data is
rarely comparable across time and countries. As a result, empirical assessments of IO have
overwhelmingly been restricted to one or a handful of years and (usually developed)
countries. The number of studies carrying this task has been burgeoning in the last fifteen
years though (Brunori, Ferreira and Peragine 2013; Ferreira and Peragine 2015), which
underlies the importance of getting more comparable estimates of IO if we are better to
understand its macroeconomic causes and consequences.3 Marrero and Rodríguez (2013)
manages to circumvent these data limitations by locating their analysis of at the subnational
level. It is the only paper having explored the growth-effects of IO and IE based on
comparable data, besides an extension of this very study by Marrero, Rodríguez and van der
Weide (2016).4 They use the American PSID survey to compute these inequalities, which
they in turn include in a growth regression. As they argue, the PSID is the only survey
allowing them to carry out this task, as it contains comparable data on circumstances – race
and father’s education – over several points in time and over a sufficiently large number of
cross-sectional units. They find, as expected, the growth-effect of IO and IE to be respectively
negative and positive in US states over the period 1970-2000.
In the state of current data, measuring IO and assessing its impact on growth are two
issues that cannot be disentangled. This paper seeks to address this twofold issue head-on: I
propose a new measurement methodology, aimed at alleviating the current lack of comparable
microdata on circumstances, and apply it to study the growth-effects of IO and IE. The
3

Brunori et al. (2013) review the majority of currently available measures in the literature: inequality is
documented in 41 countries, only 16 of which are non-European; it is measured at a single time point in each
country (mostly around the mid-2000s) and it displays cross-country data comparability caveat. Their measures
are collected from eight previous studies. There have admittedly been many more empirical exercises to measure
inequality of opportunity but most of them have fished in this common pool of 41 survey data.
4
The PSID survey used by Marrero and Rodríguez (2013) contains precious questions about parental
background but is small and not representative at the state level. To address this concern, Marrero et al. (2016)
use the IPUMS-USA database, which however does not contain parental background questions. Ferreira et al.
(2014) attempt to carry out a similar analysis over a panel of countries and find that none of the two inequality
components have a robust or significant effect on growth. Their results are however debatable because their
microdata about circumstances is very heterogeneous across countries.
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method seeks to consider parental background circumstances, a major driver of inequality, in
microdata where it is normally not possible to do so. Most demographic censuses or surveys
around the world do not contain direct questions about one’s parents but are organized into
households, whose members’ relationships can be retraced. Hence, parental information can
be observed for individuals who live with their parents, using the parents’ own answers about
their education and occupation. A procedure of multiple imputation is then used to address the
problem of missing data caused by self-selection into parental household.
This paper focuses on an emerging economy to study IO and IE in a different setting than
the US, considered by Marrero and Rodríguez (2013). I choose Brazil, a country with a high
potential for growth but excessive inequalities (World Bank 2004), and construct original
measures of inequality at the subnational level using its 1980, 1991 and 2000 national
censuses. The censuses are extremely large (several millions of observations each) and
representative at a highly disaggregated level. I can measure inequalities in each Brazilian
municipality so as to make the most of the large spatial heterogeneity displayed by this
continent-sized country. The municipal level of analysis is interesting because people’s
reference group, based on which they assess and react to inequalities, is arguably within one’s
close neighborhood. Also, individual incomes are more readily comparable at the municipal
level in Brazil, where spatial price differences are substantial (Ferreira, Lanjouw and Neri
2003). This municipal account offers new insight about the evolution of Brazilian inequalities
since it cannot be driven, at the municipal level, by a mechanical phenomenon of economic
convergence between the different areas of this content-sized country. The circumstances
directly observed on the censuses are race and sex. I additionally consider parental education
and occupation thanks to the multiple imputation procedure outlined above. For comparability
with the literature, which has mainly focused on fathers, I concentrate on paternal
circumstances but consider maternal ones in the (Web) appendix. To test the validity of the
approach, I apply it over another microdataset – the Brazilian PNAD 1996 – that is not suited
to explore the temporal dimension of the growth-inequality relationship but where parental
circumstances are directly observed. Graphical and numerical figures show that the inequality
estimates based on multiple imputation are very close from their traditional counterparts.
The large number of circumstances considered here allows exploring how different sets
of circumstances affect the relationship between inequalities and growth. The growth
regression results on IO and IE are compared when these are based on alternative sets of
circumstances: gender and race; gender, race and father’s education; gender, race, father’s
education and occupation. This comparison serves to disentangle more precisely the effects of
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the two inequalities. Indeed, as it is not possible to observe all relevant circumstances
affecting individual incomes in practice, any empirical measure of IO will be underestimated
and that of IE will be overestimated (Ferreira and Gignoux 2011). The overestimation of IE is
particularly problematic because it means that this residual inequality is contaminated by
some unobserved circumstances. Hence, the positive estimated effect on growth of a single
measure of IE, as in Marrero and Rodríguez (2013), could misleadingly reflect the impact of
some of unobserved IO. Comparing the growth regression results under various sets of
circumstances reduces this risk of spurious relationship and can serve as a stringent test
against the cholesterol hypothesis. As more circumstances are considered, estimates of IO and
IE get closer to their “true” values (the ones we would obtain, were we able observe all
relevant circumstances): the contamination of IE declines while IO depicts more fully the
distribution of opportunities in the population. Based on a generalization of the classical
errors-in-variable setup, I take this systematic mismeasurement into account to formulate a
range of testable hypotheses about the evolution IO and IE’s effects as additional
circumstances are gradually considered. Summarizing the results, while the effect of total
income inequality on growth is not robust – to alternative estimators, samples or model
specifications –, IO’s negative effect and IE’s positive effects are large, robust and significant.
The rest of this paper is organized as follows. Section II describes the micro-data used to
estimate IO and IE in Brazilian municipalities and presents some descriptive statistics about
them. Section III describes and tests the multiple imputation-based approach to their
measurement. Section IV presents the econometric strategy and the results from the macrolevel growth regressions. Finally, section V concludes.
II.

Data and descriptive statistics about Brazilian inequalities
To decompose total inequality into inequalities of opportunity (IO) and effort (IE), I

follow the widely used ex-ante non-parametric approach by Peragine (2004) and Checchi and
Peragine (2010).5 The approach implies partitioning the population into groups called types
that gather individuals with the same combination of circumstances, which are treated as
categorical variables. It sees IO as the between-types inequality, attributable to differential
circumstances only. IE is in contrast the within-types inequality, which is attributable to
5

See Ramos and van de Gaer (2016) for a comparison of the ex-ante and ex-post approaches. The latter is
closer in spirit to Roemer’s original theory of IO but seldom used in practice because it is very demanding terms
of sample size. The size of many municipalities, taken individually, is too low to adopt it in this paper. Be it exante or ex-post, IO can be computed parametrically, as in Ferreira and Gignoux (2011), or not. I choose the latter
option because it does not assume any particular functional form between individual income and circumstances.
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differential efforts since individuals therein share the same circumstances. A desirable
property when computing IO and IE is that they sum to total inequality, so that all of it can be
explained by the underlying theory of IO. To this end, I implement in each municipality-year
the following standard path-independent decomposition of the Theil L index:6
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where total inequality L is the Theil L applied to the overall population of interest, whose
mean income is 𝜇 ; while 𝐿! is the inequality within type j, whose mean income and
population share are respectively 𝜇! and 𝑛! .
To apply the above decomposition, micro-level data on income and circumstances is
required. I use the 1980, 1991 and 2000 decennial demographic censuses run by the IBGE,
Brazil’ statistical agency.7 They are obtained through the IPUMS-International, a project
hosted by the Minnesota Population Center that documents and disseminates census data from
around the world. The samples constitute a 5.0, 5.8 and 6.0 percent fraction of the Brazilian
population, respectively in the three years. They are representative down to the municipality
level, thanks to probability weights. The administrative boundaries of Brazilian municipalities
have not been stable since 1980, as a lot of them have split into several newer ones over time.
I therefore consider harmonized municipalities, which have been made comparable over time
by the IPUMS. They split the entire Brazilian population into 1,447 spatial units.
Individual income corresponds to monthly gross personal income from all sources.8 It is
preferred over labor earnings because it depicts the full set of opportunities an individual is
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The Theil L shares with most inequality indices the four basic properties of anonymity, scale and population
independences, and transfer sensitivity. It shares with any other members of the generalized entropy class the
fifth property of additive decomposability (Bourguignon 1979; Shorrocks 1980; Cowell 1980; Foster 1985), as it
can be split into a within and a between component for any arbitrary partition of the population. It is the only
index to additionally possess the sixth property of path-independence (Foster and Shneyerov 2000): both its
between and within components can be computed over counterfactual incomes, which have suitably been
transformed to remove any within or between-types inequality from their distribution. These six properties make
it the preferred index in the IO literature, as Ferreira and Gignoux (2011) further discuss.
7
I additionally use the 2010 census to compute growth from 2000 to 2010. The earlier 1960 and 1970
censuses, also available through the IPUMS, are not used, mainly because the former reports income values as
broad income ranges and the latter does not contain information on skin color, an important circumstance.
8
Ferreira et al. (2003) argue that the questions about the various sources of income (described in the appendix)
are insufficiently detailed, which might cause to underestimate total individual income in poor rural areas. This
is not an issue for inequality (of any kind) at the municipality-level: it is likely to be underestimated between
municipalities, but not within them. State-level IO, used to test the multiple imputation procedure in section III,
may be underestimated but this is not an issue for the purpose of comparing “MI-based IO” with its benchmark,
as they rely on the same income data. Regarding per capita income, used in the growth regressions and also
computed from the censuses, its likely underestimation in rural areas should, to a good extent, be controlled for
by the agricultural employment and geographical variables. Note that Ferreira et al. (2003)’s criticism is about
the PNAD 1996 survey but applies to the censuses, given the similarity of their questionnaires.
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enjoying from, which are not exclusively related to the labor market. In the empirical IO
literature, it is common to control for the impact on income of age, whose role is ambiguous:
it is unclear whether lifecycle effects should be compensated for; as opposed to cohorts
effects, which clearly relate to circumstances. In this perspective, most papers restrict their
analysis to individuals belonging to a narrow age group – typically 30 to 40 years old – that
constitutes the core of the working age population. Besides considerably reducing the sample
size of some municipalities, this approach excludes people in their twenties. These young
adults are important when studying the effect of inequality on medium to long-run growth, as
they constitute tomorrow’s core of the working age population. Moreover, disregarding them
would reduce the proportion of adults living with their parents, which might put at risk the
multiple imputation procedure described in section III. Consequently, I only exclude the
oldest part of the working age population and focus on individuals aged 20 to 49. As lifecycle
effects remain non-negligible among this broad age group, I then replace the original income
distribution by a counterfactual one where these effects have been removed. To this end, the
residuals from the regression of the log of income on age and its squared are predicted and
then back-transformed into currency unit by taking their exponential.9
Turning to the circumstance variables, I categorize them so as to reflect what can
reasonably be thought to affect individuals’ opportunity sets. To this end, I have two
potentially conflicting criteria in mind. The first obvious one is to have some consistency
within categories in the sense that they gather individuals with comparable opportunities. The
second one is to make the categories reasonably few and balanced, so that the size of the
ensuing types be large enough to consistently estimate their mean incomes at the
municipality-level. Sex is naturally coded into male and female. Race is also coded into two
categories. White and Asians form the first category. Both have a mean income above
national average and the latter are too few (<1 percent of the Brazilian population) to be
considered separately. Pardo (Mixed-race) and Indigenous people, whom the 1980 census
9

This strategy is inspired from Marrero and Rodríguez (2013) but differs from theirs in several aspects. First,
they consider actual income as their regressand and, since the residuals contain negative values, they then add
them a constant to match the minimum of the original income distribution. By taking the log of income and back
transforming its residuals instead, I combine their approach with that of Ferreira and Gignoux (2011), who seek
to parametrically estimate a counterfactual distribution where the effect of circumstances rather than age is
removed. This better preserves the mean of the original distribution (though not perfectly, see Duan 1983) and
avoids adding a constant to the residuals, which seems in both cases more warranted when using a scale
independent inequality index afterwards. Second, they regress income on potential experience (and its squared)
instead of age. I do not follow them because experience is the result of individual decisions, such as length of
study. It thus corresponds to an effort variable, whose effects should not be removed according to the IO theory.
The regression with age is still close to Mincer (1974)’s, which is known to depict well the effect of age on
income over the lifecycle (Polacheck 2007). Third, I apply this strategy separately on each municipality-year to
take into account the specificity of its age structure and to disrupt as little as possible its income distribution.
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does not distinguish, are in the other category. Black people complete this second ethnic
group because their distinction from Pardos is prone to measurement error in the Brazilian
censuses, where skin color is self-declared.10 Blacks are substantially poorer than Pardos and
represent a small but non-negligible share of the population (around 5 percent), so I
nevertheless consider them as third separate category in the appendix. Regarding parental
circumstances, father’s education is categorized into four schooling levels: no education, preschool or literacy courses; primary school attended but not completed (primary 1-3);
completed at most primary school (middle 4-7); completed middle school or more (middle 8
or more). Father’s occupation is coded into three groups, based on the 1988 International
Standard Classification of Occupations: elementary and agricultural workers; other manual
workers; service and higher-skilled workers. The appendix contains a complementary account
to this section about the detailed refinement of the Brazilian microdata.
The top of table 1 shows the mean incomes of the above-defined categories of
circumstances. The figures are computed in each municipality-year and then averaged by year
or region – a subdivision of Brazil into five areas, defined by the IBGE according to their
geographical and socioeconomic characteristics. The bottom of the table shows the level of
total inequality for the average municipality-year in each of the five regions and three census
years. It also shows the share of total inequality accounted by the comprehensive measures of
IO, based on several circumstances, that I alternatively use in section IV to explain growth:
IOR4, IOR16 and IOR48, where “R” stands for ratio to total inequality on a municipality-year
basis. In addition, the share explained by each circumstance gives an idea of their relative
importance. This comparative exercise is by no means causal though, as the IO measures are
intended to capture the direct effect on individual incomes of their underlying circumstances
as well as their indirect effect, which goes trough any other income determinants correlated
with these circumstances (Bourguignon, Ferreira and Menéndez 2007).
This description of total inequality and IO at the municipality-level is, to the best of my
knowledge, the first of its kind in the vast literature about Brazilian inequalities. Previous
national level studies have repeatedly reported a rise in total inequality during the 1980s and a
fall during the 1990s (e.g. Green, Dickerson and Arbache 2001; Gasparini 2003; Ferreira,
Leite and Litchfield 2008; de Barros et al. 2009; Gasparini, Cruces and Tornarolli 2011). As
shown in the appendix, I observe the same pattern at the national level. However, this is not
10

Based on special face-to-face national surveys, better-off people tend to declare themselves lighter-skinned
than they are in Brazil, and inversely (Telles and Lim 1998). Inconsistencies between self-declared color and that
perceived by an interviewer are more likely to concern the Black-Pardo distinction than the White-Nonwhite one
(Telles 2002), even when the interviewer uses an actual color palette (Telles, Flores and Urrea-Giraldo 2015).
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Table 1: Descriptive statistics by year and region
Region
Region
Region
Region
Region
Year
Year
Year
North
Northeast Cen.-West Southeast South
1980
1991
2000
Mean incomes (monthly, US dollar 2000) by categories of circumstances
Sex
Female
207
134
217
255
241
145
160
295
Male
289
199
369
412
398
272
254
442
Race
Black/Pardo/Ind.
243
155
251
251
222
170
169
286
White /Asians
354
238
400
413
368
286
267
454
Father’s education
No education
198
131
209
244
230
177
160
253
Primary 1-3
246
187
317
315
310
247
223
327
Middle 4-7
369
273
473
435
408
376
310
440
Middle 8 or more 841
685
1076
879
823
798
630
1006
Father’s occupation
Low
221
146
277
297
298
208
189
317
Medium
278
207
324
341
341
255
235
373
High
489
345
530
570
544
401
384
636
Inequality estimates
Total inequality
0.426
0.454
0.510
0.426
0.449
0.417
0.454
0.457
IOR sex
3.27
4.98
5.92
6.51
6.40
8.61
5.22
4.44
IOR race
3.41
4.34
5.69
5.77
3.69
5.27
4.59
4.70
IOR father educ.
13.7
14.3
17.5
14.9
11.9
13.5
13.2
15.9
IOR father occup. 9.65
9.51
5.58
7.22
5.70
6.53
7.89
8.31
IOR4
7.22
10.1
12.2
12.8
10.4
14.3
10.5
9.72
IOR16
20.9
23.6
28.6
27.0
22.5
27.6
23.4
24.5
IOR48
26.3
27.9
31.4
29.6
25.6
31.0
27.1
27.6
Notes: The IOR estimates are in percentage (i.e. multiplied by 100). All figures are computed at the
municipality-level and then averaged by year or region. They are adjusted for lifecycle effects and based on the
refined sample of municipality-years from the “benchmark” growth regressions in section IV. The counterparts
of table 1 without the adjustment, on the full sample, or with population weights attributed to municipality-years
are in the appendix. These choices leave qualitatively unaltered the discussion, below, of the table.

the case at the municipal level: total inequality has stagnated in the average Brazilian
municipality between 1991 and 2000. This complementary account offers a more nuanced
view about Brazil's progress in reducing its high income inequality, at least during the 1990s.
The fall observed at the national level reflects a laudable economic catch-up between the
different areas of this continent-sized country. Still, it is rather worrying not to observe a fall
when holding fixed the municipality of residence of Brazilian people, where their reference
group is arguably located. Regarding geographical patterns, the level of total inequality is
comparable in the average municipality-year of the poor (North and Northeast) and rich
regions (South and Southeast) but noticeably higher in the intermediate Central-West region,
where the influence of the Federal government – located there – does not appear equalizing.11
Table 1 also contributes to the understanding of Brazilian inequalities by analyzing the
role of sex relative to other circumstances. It is hardly controversial that women suffer from a
11

But the Northeast region, which happens to be the poorest one, stands out as the most uneven when
inequality is computed directly at the regional level. This indicates that much of its inequality is between
municipalities. The Central-West region follows quite closely while the three others remain far less unequal (see
the appendix).
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wage gap in Brazil (e.g. Soares 2000; de Almeida and Besarria 2014). Yet, formal IO
estimates based on sex are surprisingly scarce in the literature. Though some studies focus on
men to abstract from the impact of motherhood on women’s participation in the labor market,
much of the reason behind the neglected role of the gender circumstance is less convincing: it
is has to do with the limitations of the PNAD 1996 survey. As opposed to the censuses, this
survey contains direct questions about parental background, which makes it the main
microdata source used in the Brazilian IO literature. However, only household heads (and
their partner) are asked to inform the socioeconomic status of their parents, such that it is not
possible to properly account for both sex and parental background as circumstances. The
multiple imputation approach described in section III allows circumventing this endogeneity
of sex to household headship by regaining information about parental background irrespective
of one’s location in the household. As shown in table 1, sex is an important source of inequity
in Brazil but much progress has been done in this respect: it explained 8.6 percent of total
inequality on average across municipalities in 1980, more than any other circumstances
besides father’s education; to be compared with 4.4 percent in 2000, which is less than any
other circumstances. Relatedly, the average income of a man was 1.9 times higher than that of
woman living in the same municipality as him in 1980, and 1.5 times higher and 2000. In
comparison, inequality due to race has decreased much more slowly, from 5.3 percent of total
inequality in 1980 to 4.7 in 2000. In contrast, the share of total inequality explained by
parental background has increased by about 2 percentage points for each father’s occupation
and father’s education, which constitutes by far the most important driver of IO.
III.

Multiple imputation and inequality of opportunity based on parental background
The Brazilian censuses do not contain questions about one’s parents, such as their

education or occupation. As a result, traditional methods to measure inequality of opportunity
(IO) cannot take parental background into account. I suggest an alternative measurement
methodology to overcome this data limitation. First, I use information about the family
composition of households to retrace the parental background of a subset of the Brazilian
population. This information lends itself as follows. The censuses ask to each individual
whether he is the household head or his partner and, if he is not, what is his relationship to
them (e.g. their child, grandchild, parent, sibling…). Based on a logical set of matching rules
(they are relatively straightforward, so I describe them in the appendix), most parents-children
relationships existing in a household are identified. Parental background of individuals whose
parents are detected is then retraced using the parents’ answers about their own education or
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occupation. Second, since these individuals necessarily live with their parents, they are not
representative of the adult population. This self-selection into parental household is a missing
data issue: parental background is unobserved for individuals who do not live with their
parents. I use multiple imputation, a principled technique against missing data, to estimate the
mean incomes and population shares of types that are here based on parental circumstances.
Finally, these estimates are plugged into the IO formula (equation 1) and inequality of effort
is simply obtained by subtracting the resulting IO from total inequality, which is known.
The methodology outlined above can prompt future research on IO in countries where
household demographic surveys do not contain questions about parental background. In order
to ease its implementation, I describe the practical working of multiple imputation in detail
(A). The validity of multiple imputation in the IO context is then tested and discussed (B).
A. Multiple imputation of parental circumstances
The basic idea behind multiple imputation (MI; Rubin 1987) is to use the information
available in the observed part of a dataset, including auxiliary variables that are not of
substantive interest for the analysis at hand, to fill in (i.e. impute) the blanks in its unobserved
part.12 The procedure is particularly flexible as it separates the imputation task from the
analysis task of interest, to which I will refer as “the analysis”. The goal of MI – and this
cannot be emphasized enough – is not to recreate the true values of the missing data: this
would be great but is not feasible in practice. The goal is more modest instead: to recover the
features of the data that are important for the analysis, which usually involve means and
(co)variances among the variables of interest. I am interested in the evolution of IO as the set
considered circumstances grows, so I use MI to obtain the following two measures of IO: the
first one considers race, sex and parental education; the second additionally considers parental
occupation. For each of the two measures, the analysis is to estimate the population shares
and mean incomes of the types defined by the measure’s corresponding circumstances. For
comparability with the traditional IO literature, which has often overlooked mothers since
questions about them are even scarcer than that about fathers in survey data, I here focus on
paternal circumstances only, but describe the imputation of maternal ones in the appendix.
The first and most important step of MI is to specify an imputation model that explains
the missing part of the data. When several partially observed variables are involved in a given
12

MI’s theoretical underpinnings are developed from a Bayesian perspective and justified from a frequentist
one in the reference books by Rubin (1987) and Schafer (1997); see Zhang (2003) for a summary. Helpful
material providing general introductions to missing data issues and practical guidelines to address them can be
found, non-exhaustively, in Barnard and Meng (1999), Schafer and Graham (2002), Raghunathan (2004), van
Buuren (2007), Baraldi and Enders (2010), White, Royston and Wood (2011) or Dong and Peng (2013).
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analysis, sophisticated techniques must generally be employed to model these variables
iteratively or simultaneously. In contrast, father’s education and occupation can be modeled
sequentially through much simpler univariate methods because they follow a special pattern
of missingness called “monotone”: occupation of the father is necessarily missing when his
education is missing. Father’s education has fewer missing values because the occupation of
retired fathers is unknown, so it needs to be imputed first. We can thus focus on its imputation
and ignore father’s occupation for a moment.
a. Multiple imputation of father’s education: overview of the procedure
The imputation model regresses father’s education on some fully observed variables so as
to generate out-of-sample predictions that will help replacing its missing values. 13 The
purpose is not to actually predict the missing values. Rather, it is to capture the relationship of
father’s education with the other variables from the analysis while controlling, by means of
auxiliary variables, for systematic differences in this relationship between the cases where it is
observed and those where it is not. The predictions represent a first attempt to recover this
relationship among the latter cases. They cannot however be used as such to impute father’s
education because this would inappropriately treat the relationship as fully deterministic.14
The whole point of MI is to acknowledge the inherent uncertainty surrounding the
imputed data. To this end, an appropriate source of random noise is added to each out-ofsample prediction of father’s education. The resulting imputed values are simulated draws
from the posterior predictive distribution of father’ education and represent possible versions
of its would-be values in the absence of missingness.15 They preserve the original variability
of father’ education as well as the important features of its joint distribution with the other
variables of interest. Once the random noise added, virtually any unbiased point estimates can
be obtained on the completed dataset through standard non-missing data methods. However,
they will be inefficient because the random disturbance brought to the data is one among an
infinity of possible versions. To increase their precision, the missing data is imputed multiple
times instead of once so as to average the estimates obtained under alternative versions of the
random disturbance. Concretely, after the imputation model is regressed, several copies of the
13

Prior to MI, I drop cases with one of these variables missing to monotonically impute parental ones. Their
rate is trivial (<3 %) and, unless they improbably differ from the rest of the data, so is their impact on the results.
14
Picture a simple situation where the imputation model and the analysis both relate linearly two continuous
variables, one of which is partially observed. Imputing with predictions may preserve its (un)conditional means,
but no more: among imputed cases, the correlation is one and all data points fall on a line whose slope’s standard
error is zero, indeed denying any randomness between the variables. Such imputation is even more problematic
for a categorical variable like father’s education, as its predictions do not directly translate into discrete values.
15
The would-be values are implicitly assumed to exist in the real world. Otherwise, they are substantively
missing (e.g. sibling’s education for only children people) and no missing data adjustment is needed.
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original dataset are simulated. Across datasets, the imputed values randomly differ while the
originally observed data is left unaltered. Next, each type’s population share and mean
income are computed separately on each dataset as if there were no missing data, and then
simply averaged across datasets to obtain final MI estimates.
b. Multiple imputation of father’s education: implementation in practice
Generating imputed values that preserve the important features of the joint distribution of
the variables from the analysis essentially depends on the imputation model: not only the
predictions but also the random noise that make up for the imputed values directly derive
from its specification. In this perspective, the chosen imputation model is a multinomial logit
so as to preserve the qualitative nature of father’s education.16 Second, the fully observed
variables from the analysis – race, sex and income here – are included as predictors to model
their relationship with father’s education.17 In this regard, realize that MI is merely a means to
restore one’s joint distribution of interest, so it does not matter whether a variable has a
different regressor/regressand status in the imputation model and in the subsequent analysis.
Third, the imputation model should not impose restrictions that are not specified in the
analysis (Meng 1994). In particular, interaction variables present in the analysis need to be
modeled explicitly. Otherwise, their relationship with father’s education will be biased
towards zero by the imputed values generated under the assumption of no interaction effects.
Here, types’ mean incomes and population shares are to be estimated non-parametrically
within each municipality-year, so the analysis involves all possible interactions between
father’s education, census year, municipality of residence, race, sex and income. I include as
predictors in the imputation model all interactions up to the third-order between race, sex and
income in order to preserve paternal education’s higher order associations with them.18 Its
associations with year are taken care of by treating each census year as a separate dataset. To
preserve its associations with municipality as best as possible while letting the logistic model
converge smoothly, the five Brazilian regions are also imputed separately; each of race, sex
and income are first-order interacted with state (26 areas); and an indicator for mesorregion, a
16

In the case of a multinomial logit imputation model, the random noise directly translates the continuous
predicted probabilities attached to the educational categories of a father into a single integer categorical value by
comparing the implied cumulative probabilities to a random draw from a uniform (0,1) distribution.
17
In the same spirit, individual sample weights are also included as an explanatory variable (in addition to
weighting the logistic regression) because they implicitly enter the estimation from the analysis.
18
Including these interactions generates imputed values among which, for instance, the difference in
population shares or mean incomes between men and women in a given father’s educational category is allowed
to vary across White and Black people. Not less importantly, the multinomial logit specification, whose
coefficients are allowed to vary by category of father’s education, is advantageous to preserve these higher order
associations.
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lower subdivision gathering around 10 municipalities on average, is included.19
Imputed values derived from the outlined imputation model capture well the observed
relationship between father’s education and the other variables from the analysis. We need to
assume this relationship is the same among individuals with unobserved paternal education if
we are to obtain completed datasets where types’ mean incomes and population shares do not
suffer anymore from sample bias. If this is the case, the imputed values will take into account
the joint distribution of the observed variables among these individuals to properly restore the
conditional distribution of father’s education. The above assumption, somewhat misleadingly
called missing at random (MAR; Rubin 1976), is the crucial one on which MI relies. It means
more formally that missingness on a variable is conditionally independent from its underlying
unobserved value; that is: living with one’s father (i.e. observing his education) is unrelated to
the educational level of the father, after controlling for the imputation model’s predictors.20
As the imputation model stands, part of the relationship between father’s education and
its missingness is already controlled for by area of residence, race, sex and income. Yet, it is
likely that some residual relationship remains, so that the assumption does not hold. To make
it tenable, this relationship needs to be further partialled out by including in the model some
auxiliary controls related to both father’s education and its missingness (Collins, Schafer and
Kam 2001).21 In this perspective, a rather inclusive strategy is recommended, for at least three
reasons: the imputation model is not intended to estimate some partial or causal effects so it
cannot suffer from bad control issues; strong predictors of father’s education reduce the
standard errors of the MI estimates, even when they are unrelated to its missingness and thus
do not reduce the sample bias due to departures from MAR; irrelevant variables unrelated to
father’s education typically have a minor cost in terms of increase in the MI standard errors.22
19

Taken individually, many municipalities have too few observations to let the parameters of the logistic
model vary at the municipality-level. An indicator for (or separate imputations by) municipality would result in a
sparse contingency table with father’s education, leading to issues of empty cells and (quasi-) perfect prediction
that prevent a stable convergence of the ML algorithm (Agresti 2002; Allison 2008). These issues are all the
more problematic for MI: they prevent from introducing a suitable source of randomness across imputations. To
mitigate them further, a few small weighted cases are added to the data during the logistic estimation. This
augmented approach by White, Daniel and Royston (2010) is ad hoc but simple and performs well in practice.
20
Let Ypar denote the partially observed father’s education variable, R an indicator equal to one when it is
observed and zero otherwise, and Yful the fully observed predictors from the imputation model. The assumption
can be stated as P(R|Yful,Ypar)=P(R|Yful) or equivalently as P(Ypar|Yful,R=1)=P(Ypar|Yful,R=0), which allows
modeling the observed distribution P(Ypar|Yful,R=1) to approximate the unobserved one P(Ypar|Yful,R=0).
21
One may be worried that including auxiliary variables not from the analysis distorts the relationship of
interest. This uncongeniality is not an issue as long as the imputation model is more general than the analysis
(Meng, 1994), which is precisely the case here: including auxiliary variables amounts for the imputation model
not to assume that their coefficients are zero.
22
This increase in standard errors mainly takes the form of added simulation error attached to the imputation
model’s coefficients: before adding a random noise to the predictions of father’s education in order to reflect the
missing data uncertainty, a random noise is also added to the coefficients in order to reflect the uncertainty
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Nevertheless, care must be given to keep the logistic model parsimonious enough to converge
smoothly, especially with regards to categorical and highly correlated predictors.
Based on these considerations, I include some individual-level variables expected to
reflect one’s parental background and independence relative to one’s parents: two categorical
variables for own education and occupation, the share of labor earnings relative to total
income, and the share of total income relative to that of the household. A five-year age range
categorical variable and a continuous variable for age are intended to help with the MAR
assumption despite their weak relationship with father’s education: the relationship is weak
but non-zero owing to some cohort effects in the educational composition of the Brazilian
population, and this weakness is counterbalanced by age’s major explanatory power regarding
the fact of living with one’s parents. As total income and its share of labor earnings vary over
an individual’s lifetime, their interactions with age (continuous) are also included to capture
some lifecycle effects related to father’s education and its missingness. To increase the
variation of these auxiliary income variables (as opposed the non-interacted version of total
income, which is not auxiliary) with respect to age and self-selection into parental household,
the age adjustment procedure from section III is not applied to them. Finally, some
household-level variables control for lurking social background characteristics: the
household’s rural/urban status, the number of persons living in it, its per capita income and
three dummies reflecting other complementary aspects of its well being across time and space
(telephone availability, water piped inside the dwelling and disposal of a motor vehicle).
c. Multiple imputation of father’s occupation and final practical considerations
Once the imputation model for father’s education decided upon and its imputed values
generated, these are in turn used to impute father’s occupation, which is has additional
missing values for individuals whose father is detected but not currently working. Occupation
of the father replaces his education as the imputation model’s explained variable, and the
latter enters as a predictor to accommodate the new analysis, which now considers both
parental variables. The imputation of father’s occupation otherwise follows the same logic as
that of father’s education. 23 Once several completed datasets are simulated where both
behind their estimation. The predictions thus differ across imputations by drawing the coefficients from their
posterior distribution approximated by a multivariate normal whose parameters are estimated from the data.
23
The imputation model is estimated on the cases where father’s occupation is observed. Its out-of-sample
predictions and underlying imputed values use the imputed values of father’s education for undetected fathers
and the original ones for non-working detected fathers. The higher order associations with municipality and year
are preserved as before by imputing separately over years and regions, by including a mesorregion indicator and
by first-order interacting the explanatory circumstance variables with state. One exception is father’s education:
its coefficients are not allowed to vary with state to avoid convergence failure issues caused by some rare
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paternal circumstances are filled-in, the mean incomes and population shares of types
(involving education of the father with or without his occupation, depending on the desired
analysis) in each municipality-year are computed separately on each dataset. They are then
averaged across datasets to obtain final MI estimates to be plugged into the IO formula. As a
type with a rare combination of circumstances in a municipality-year may appear on some
simulated datasets but not on others, these final MI estimates are averaged as the sum of the
estimates from each dataset divided by the total number of datasets – rather than by the
number of appearances of the type across datasets in a given municipality-year– in order to
respect the overall population size and mean income of the municipality.24
B. The multiple imputation approach to inequality of opportunity: test and discussion
a. Test on an external data source
The validity of MI relies crucially on the MAR assumption. Making the assumption
plausible is all the more important when it comes to parental circumstances: owing to their
very large fraction of missing observations – a stable 85 and 90 percent among the adult
population of interest across the three censuses, respectively for father’s education and
occupation –, the imputed values bear a heavy weight on the final MI estimates. The MI
approach to IO being genuinely novel, it is important to check the tenability of its main
assumption. As direct tests of the procedure require observing the missing data, I implement
them over an external data source where parental circumstances are directly observed. The
data is the PNAD, an annual survey also run by the IBGE, which can be seen as a smaller
scale version of the larger decennial censuses. More precisely, I use the PNAD’s 1996
edition, whose special supplement about social mobility has routinely served to measure IO in
Brazil (e.g. Bourguignon et al. 2007; Cogneau and Gignoux 2009; Ferreira and Gignoux
2011).
The test is simple: MI-based IO is compared to its counterpart traditional measure, which
uses direct information about parental background and which I refer to as “the benchmark”.
combinations of father’s education and occupation therein (e.g. high educated fathers in low occupations). The
model remains otherwise a multinomial logit with the same auxiliary controls, as the two paternal circumstances
share on substantive grounds the same predictors and causes of missingness (the extra missing values on father’s
occupation are mainly due to the father being retired, which is already captured by the individual’s own age).
24
A related approach would be to compute directly IO on each dataset and then average it across datasets. It
would not be valid though because MI is suited to estimates that are approximately normally distributed in the
absence of missing data. Owing to the concavity of the logarithms present in the IO formula, this approach
averages downwards the mean income of types and does so more seriously for low-income types. IO is as result
overestimated by around 20 percent across municipality-years compared to the “correct” approach, as it
incorporates some between-datasets inequality reflecting simulation error. The bias does not seem to depend
much on the level of IO itself, so the measures are nevertheless highly correlated (> 0.9) in the two cases.
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The comparison is done over states rather than municipalities due to the smaller scale of the
PNAD.25 The benchmark is computed among household heads (and their partner) as only
them are asked the occupation (when they were 15 or younger) and education of their father.
For MI-based IO, I make as if this information were unavailable: parental background is
treated as observed only when it is obtained by detecting fathers-children relationships within
households. Because information about intra-household family composition is poorer than in
the censuses, parental background can only be retrieved for children of household heads but
not for household heads themselves. As a result, there is no overlap whatsoever between the
subsamples where parental background is originally observed for the two measures. To
compute MI-based IO over the same subsample as the benchmark, I discard children of
household heads after estimating the imputation model. This puts MI-based IO under extreme
conditions: it is computed on a subsample where 100 percent of observations on parental
background are originally missing, and the MAR assumption is less tenable since household
headship is an added source of systematic difference between the observed and missing data.
Despite these extreme conditions, MI displays excellent performance in figure 1, which
plots alternative versions of MI-based IO against their benchmark counterparts (i-iii). The
graphical test consists in inspecting how well the data points align along a hypothetical line of
perfect missing data adjustment (dashed in red) where the benchmark is fitted against itself.
To help with the visual inspection, the line of actual missing data adjustment (plain in blue)
shows MI-based IO regressed on the benchmark. Panel A focuses on the IO versions used in
the macro-part of the paper, which are in level and consider race, sex and father’s education
together with his occupation (i) or not (ii). One can reasonably extrapolate that MI-based IO
performs at least as well over the censuses because the imputation models implemented over
the PNAD is nearly the same, thanks to its similarities with the censuses.26 Panel B focuses
on the impact of the MI adjustment (iii) relative to no missing data adjustment (iv). To this
end, only parental circumstances are considered in order to check whether the adjustment is
an artifact driven by the fully observed non-parental circumstances. Likewise, IO is computed
in share of total inequality in order to check whether the adjustment simply reflects the state’s
level of total inequality. Displaying it in share is also intended to allow for a fair assessment
of the impact of MI relative to no missing data adjustment. Indeed, unadjusted IO is computed
25

Similarly to small municipalities in the macro-part of the paper, 3 states out of 26 (Acre, Roraima and
Amapá) are not tested: they have less than 240 observations on household heads and their partner, which is too
low to measure IO precisely, be it MI-based or not.
26
Except for their geographical variables, as the analysis now takes place at the state-level (see the appendix).
The state-level of analysis and the fact that I primarily seek comparability with the censuses means that the IO
measures shown here are not directly comparable with those from previous national-level studies on the PNAD.
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Figure 1: Graphical test of the multiple imputation (MI) approach to the measurement
of inequality of opportunity (IO) – state-level observations – PNAD 1996 dataset
Panel A: Performance of the MI-based IO measures used in the growth regressions –
both parental and non-parental circumstances considered
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Panel B: Impact of the MI adjustment against missing data relative to no adjustment –
focus on parental circumstances
(iv) IO12 – share – no MI adjustment
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Legend, notes and summary statistics:
------- line of perfect missing data adjustment: benchmark IO regressed against itself
−−−− line of actual missing data adjustment (i-iii) or no missing data adjustment (iv): MI-based IO (i-iii) or
casewise deletion based IO (iv) regressed against benchmark IO
IO48 (48 potential types) considers race, sex, father’s education and occupation; IO16 considers race, sex and
father’s education; IO12 considers father’s education and occupation and is in share of total inequality.
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The scale and size of the two axes are set to be the exactly same and range from the minimum to the maximum
values (rounded at the nearest 0.05) across the Y and X variables, for fair comparison purposes. This is why
graph (iv) looks empty: some observations are completely off-target, especially the one at the top concerning the
state of Maranhão. Removing this outlier does not make the casewise deletion method look better.

among detected children of household heads and applies casewise deletion on household
heads, among whom MI-based IO and the benchmark are computed. The three measures thus
need to be rescaled by the levels of total inequality in their respective subsamples for the
unadjusted one to be put on a comparable metric with the two others.
Scalar statistics help to focus on specific aspects of the overall cross-state distributions
displayed in figure 1. IO in share (be it MI-based or benchmark) represents on average more
than 30 percent of total inequality when considering race, sex, father’s education and
occupation; to be compared with 10.5 percent for race and sex only. Numbers are similar for
IO in level, once expressed for ease of interpretation in percentage of the sample mean total
inequality. Table 2’s statistics confirm the visual inspection from figure 1. The MI-based
measures from panel A are correlated above 0.95 with their respective benchmarks. In each of
quadrants (i) and (ii), this correlation not only indicates a strong linear relationship with the
benchmark but has nice efficiency interpretation. Since the blue line of actual missing data
adjustment is nearly parallel to the red one of perfect adjustment, the correlation quantifies the
spread of the data points around the red line, holding bias fixed. It can therefore be interpreted
as a scale independent measure of MI-based IO’s efficiency, seen as an estimator of its
benchmark.27 Also, MI-based IO shows a statistically significant but practically small upward
bias, reflecting the visual impression left by two lines, which are distinguishable yet close
from each other: in both quadrants, the mean difference with the benchmark has a p-value
below 0.1 and represents less than 2.5 percent of the sample mean total inequality.
In contrast, MI-based IO from panel B (iii) is less correlated with its benchmark (0.898)
but shows no bias (the mean difference has a 0.31 p-value and is -0.72 in percentage point of
total inequality), reflecting the new distribution of the data points: they are more scattered but
form a blue line that is very close to the red one. Comparing the six columns from table 2 (the
appendix studies further specifications), it first appears that the slight bias from panel A is
driven by the inclusion of race and sex in the set of circumstances, which requires MI to
readjust additional parameters relating parental to non-parental circumstances. Second, the
smaller correlation from panel B appears driven by the division of IO by total inequality on a
27

Both MI-based IO and the benchmark are random (i.e. vary across states), so: MI-based IO is an estimator of
the benchmark for a given state; bias more precisely refers to the sample mean bias; the squared RMSE is here
the squared sample mean bias plus the sample variance of the state-specific biases. This variance incorporates
the sampling variation of the benchmark, which conflates the RMSE. It is a more warranted measure of
efficiency than the correlation with the benchmark when the two lines are not parallel, as in quadrant (iv).
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Table 2: Scalar tests of the MI approach to IO – state-level observations – PNAD 1996
IO48 level
IO16 level
IO12 level
IO48 share IO16 share IO12 share
Benchmark IO (direct questions about parental background)
Mean
0.191 [33.8]
0.165 [29.1]
0.133 [23.5]
33.0
28.3
22.7
MI-based IO (parental background retrieved for adults living their fathers, and then MI adjusted)
Corra
0.964
0.954
0. 959
0.884
0.876
0.898
Biasb
0.007 [1.21]
0.014 [2.39]
-0.003 [-0.52]
1.12
2.30
-0.72
P-val. biasc 0.077
0.003
0.451
0.085
0.002
0.314
RMSEd
0.019 [3.27]
0.024 [4.15]
0.018 [3.23]
3.11
3.88
3.37
Rank dif.e
1.4
1.0
1.3
2.4
2.3
2.5
Casewise deletion based IO (parental background retrieved for adults living their fathers, not MI adjusted)
Corra
0.516
0.583
0.411
0.298
0.442
0.294
Biasb
-0.047 [-8.28]
-0.069 [-12.2]
-0.043 [-7.65]
8.43
-1.13
2.47
P-val. biasc 0.001
0.000
0.002
0.004
0.536
0.252
RMSEd
0.076 [13.4]
0.085 [15.0]
0.073 [13.0]
14.8
8.50
10.2
Rank dif.e
5.7
5.9
5.5
5.6
5.6
6.0
Notes: a Correlation with the benchmark. b Mean difference with the benchmark. c P-value of the two-sided t-test
that this difference is zero (null hypothesis). d Root-mean squared error: square root of the mean squared vertical
distance between the blue points and the red line in figure 1. e Mean absolute value of the difference in rankings
of the 23 states according to IO, compared to the benchmark. Bracketed statistics are in percentage points of
mean total inequality, a more interpretable unit for IO in level: they correspond to their left statistic divided by
the mean total inequality (0.567) in the subsample of household heads and their partner, before being multiplied
by 100.Inequality in share (dived by total inequality on a state-by-state basis) is also multiplied by 100

state-by-state basis, which introduces additional sampling variability in the measures. Overall,
the root-mean squared error (RMSE) – a more comprehensive measure of accuracy
combining both notions of bias and efficiency – is nevertheless stable across specifications at
around 3.5 percentage points of total inequality (or of mean total inequality for IO in level, to
be exact). 28
b. Low cost, high benefit and generalization of the MI approach to IO
MI is the “state of the art” method against missing data (Schafer and Graham 2002).29
Yet, applied scientists rarely resort to it and instead use simpler methods that are routinely
admonished by missing data statisticians, such as casewise deletion (Peugh and Enders 2004).
One reason is that MI is in general difficult to implement, so it must be worth the extra effort
given that missing data issues are not of substantive interest. As it happens, the IO context is a
peculiar one where MI entails moderate costs of implementation for substantial benefits.
MI is a general estimation technique that can serve inferential purposes on a dataset
28

The appendix explores the performance of other MI estimates involving, non-exhaustively, other sets of
circumstances (maternal too), inequality of effort, as well as types’ mean incomes and population shares directly
29
Maximum likelihood methods – the EM algorithm and the FIML estimator – are also recommended under
the MAR assumption (Dong and Peng 2013). MI is slightly less efficient as it is simulation-based and assumes
no information is lost in separately treating and analyzing the missing data (the parameters from the missing data
process and the analysis are assumed to be “distinct” (Rubin 1976), meaning they are a priori independent and
thus bring no information on each other; a similar assumption underlies the separate imputation of monotone
missing data). If comparably implemented, the methods yield quasi-identical results, as the above assumption is
minor and MI’s simulation error becomes trivial with a sufficient number of imputations (Collins et al. 2001). In
practice however, MI’s step-by-step character is advantageous to flexibly include auxiliary variables and obtain
type-specific estimates that preserve the overall size and mean income of the population.
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where several variables contain missing values scattered arbitrarily across observations. This
general character is a quality on its own but comes at the cost of great-added complexity. In
contrast, the IO context is a simplified one. First, it only requires estimating some means and
proportions to be plugged into an inequality index. Point estimation alone is intuitively easier
than statistical inference.30 It is all the more so with MI because using imputed instead of
observed data introduces in the estimation process some additional uncertainty that needs to
be taken into account for proper inference (Rubin 1987).31 Second, the IO context is one
where the data can be imputed through a sequence of closely related multinomial logit models
since the data follows a monotone pattern of missingness (occupation of the father is missing
when his education is). Though the task requires special care, it is painless compared with the
imputation of arbitrary missing data. One must then adopt a multivariate or iterative modeling
strategy, both of which have a rather steep learning curve as they involve a range of technical
subtleties and make it uneasy to accommodate interaction effects (von Hippel 2009).
Parental circumstances lend themselves well to MI despite their large of rate of
missingness. This rate determines the appropriate number of datasets to simulate – 50 in this
paper – but is not, on its own, what matters for MI to be successful.32 The measures from the
PNAD, computed on a subsample where the rate is 100 percent, best exemplify this point.
What matters for MI is to make the MAR assumption plausible.33 It turns out that the ability
to do so is high when it comes to parental circumstances. Because they are retrieved by
detecting parents-children relationships within households, they are in sense missing by
design and their true cause of missingness is known: not living with one’s parents. This
knowledge offers precious guidance about which auxiliary variables to choose in order to
make the MAR assumption tenable. Put in perspective, such knowledge is quite rare in real30

Like any macro variables, IO seldom has its standard errors made available. If one seeks them anyway, I
suggest relying on bootstrapped ones; IO’s analytical ones being difficult to tract even without missing data.
31
The MI standard errors conservatively reflect this uncertainty by incorporating the variance of the point
estimates obtained across simulated datasets. Their computation is easy for scalar parameters but their
interpretation is not, as one typically does not know how conservative they are. Other inferential tasks are much
more demanding, for instance: adjusting the degrees of freedom; testing hypothesis about multiple parameters;
or assessing the goodness-of-fit of a substantive model through non-normally distributed statistics, as the R2.
32
Taking the share of partially observed cases in the censuses (0.9) as a conservative value for the fraction of
missing information, 50 imputations yield more than (1+0.9/50)-1/2=99 percent of relative efficiency (in standard
error units) compared to an infinity of imputations (Rubin 1987). Point estimation’s precision gains drop rapidly
with the number of imputations (especially for IO because some substantively missing types get simulated), so
50 is more than needed but the extra calculations entailed are anyway minor if effectively coded (cf. appendix ).
33
Everything else equal, less missingness is of course better. A high rate is more worrisome in two situations.
First, its makes MAR suspicious when the causes of missingness are not well known, as it signals large
uncontrolled differences across missing and other cells. Second, for inference, a high rate can make the betweendatasets part of the MI standards errors too conservative to detect marginal significance, or unstable without
many more than 50 imputations (Graham, Olchowski and Gilreath 2007; Bodner 2008). Irrespective of the rate,
the number of complete cases also needs to be large enough to estimate the logistic imputation model precisely.
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life contexts where one often has to rely on rather crude guesses about the reasons why a
variable is missing (ignorance of the respondent? refusal to answer? inattention?...).
The MI approach to IO is not restricted to Brazil. Self-selection into parental household
and how it relates to parental background admittedly depend on a range of cultural and
socioeconomic factors (e.g. polygamy or youth unemployment) that shape the tenability of
the MAR assumption on a country basis. The approach remains nevertheless generally
applicable, for five reasons at least. First, preliminary evidence from table 3 suggests that this
phenomenon of self-selection is actually quite general. The proportion of adults living with
their parents is surprisingly stable at around 20 percent across world regions comprising in
total 73 countries, whose censuses were accessed through the IPUMS-International (despite
some within region heterogeneity, with a maximum of 39 in Armenia and a minimum of 10 in
Burkina Faso). Likewise, the table’s two last lines show that selection into maternal
household is robustly more prevalent than that into paternal household, by around 4
percentage points. Second and in the same spirit, common sense rather than Brazil-specific
knowledge has dictated the choice of most of the auxiliary controls intended to make the
MAR assumption tenable: it is sensible that age and its interactions with income be related to
self-selection into parental household, or that household’s well-being be related to parental
background. Access to these controls does not seem problematic either given the typically
rich set of individual and household-level variables available in demographic surveys.
Third, the usual conditions under which one would seek to measure MI-based IO are less
stressful than those encountered in the PNAD, where IO has been computed among imputed
cases only and where the subnational level of analysis could not be fully accommodated by
the imputation model. Four, MI is robust to moderate departures from the MAR assumption,
Table 3: Proportion of self-selected individuals into parental household among the adult
population aged 20 to 49 (%) – Comparison over Brazilian datasets and world regions
Any parent a
Father b
Mother c

Brazil
1980
20.0
15.5
19.2

Brazil
1991
21.2
15.5
20.3

Brazil
2000
23.0
16.0
22.0

Brazil
1996
22.8
16.0
21.9

Africa

Americas

Asia

Europe

18.2
12.7
15.6

23.7
15.6
22.1

24.7
20.1
23.1

22.3
17.3
21.2

Note: Shares of individuals declaring to be the child of the household head or his partner: a irrespective of the
sex of the head or his partner; b when one of them is a man; c when one of them is a woman. The sample of adult
children is not restricted to individuals with positive reported income, as many of the non-Brazilian datasets do
not have income data. In Brazil, the shares on the restricted sample are approximately 0.5 percentage point lower
in 1980 than in the table, unchanged in 1991, and 1 point higher in 1996 and 2000. For comparability purposes, I
use minimal information to detect parents in all columns: direct report of being the child of the head or his
partner. When using more sophisticated matching rules over the three Brazilian censuses, as I have done in the
rest of the paper, the shares increase by 0.5 to 1 point for fathers and 1 to 1.5 for mothers. There are 22 African
countries, 22 American, 20 Asian and 9 European (mostly in the 2000s, the most recent available census is used
in each country; their list is in the appendix).
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as shown by simulation work from Collins et al. (2001). In practical applications, such
departures are to be expected, but what truly matters is the assumption to be plausible, not
that it holds exactly (Schafer and Graham 2002). MI offers great flexibility to attain this
objective of plausibility, as the auxiliary controls serving this purpose are not of substantive
interest. The appendix confirms MI’s robustness in the IO context. It explores deconstructed
versions of the imputation model to investigate which of its geographical or auxiliary
variables play an important part in its performance. Overall, the variables act as a group to
make the MAR assumption plausible, so the performance is fairly robust to removing a few of
them.
Five, several checks can provide convincing evidence about MI’s valid implementation
without relying on formal tests that need parental background to be directly observed. A good
imputation model’s fit is a preliminary reassuring signal that much of parental background’s
variability is explained and that little residual one remains to cause departures from the MAR
assumption. In all Brazilian samples, the McFadden’s pseudo R-squared, a widely used
goodness-of-fit measure for logistic models, is around 20 percent for the imputation model of
father’s education, which represents an “excellent fit” (McFadden, 1977, p.35).34 Further,
comparing the conditional distributions of parental background across observed and imputed
cases is a useful check, as these should not differ under the MAR assumption (contrarily to
the marginal distributions of the observed and imputed cases: it is usually because we expect
them to differ that the former cases are not a random subsample and that we use MI; see
Raghunathan and Bondarenko 2016). Lastly, other editions of the same survey can provide
persuasive external knowledge to check the assumption’s plausibility. As shown in the
appendix, one can infer a reasonable average age difference between parents and their
children to perform the following easily implemented check: education being stable once
adult, the distribution of father’s education in a given census year should match that of own
education among the age-likely fathers from another census year.
IV.

Inequalities and growth: an empirical investigation
This section investigates empirically the effect of inequality – total, of opportunity and of

effort – on growth through a model of the kind:
𝐺𝑌!",!!! = 𝛽! + 𝛽! 𝑙𝑛 𝑌!" + 𝑋!" 𝛽! + 𝐼𝑁𝐸𝑄!" 𝛽!"#$ + 𝜀!"!! ,

(2)

where all variables are computed directly on the Brazilian censuses. 𝐺𝑌!",!!! denotes
34

It is around 25 for paternal occupation’s model because father’s education enters as a strong predictor
therein.
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annualized growth of Brazilian municipality i between year t and t+s, namely over the periods
1980-1991, 1991-2000 and 2000-2010. It is computed as 100 𝑙𝑛 𝑌!"!! – 𝑙𝑛 𝑌!" /𝑠, with the
log of per capita real income 𝑙𝑛 𝑌!" at the beginning of the decade entering as a regressor so
as to account for the possibility of conditional convergence across municipalities. It is
converted in real terms using Brazil GDP deflator and computed among the overall
population, unlike inequality, which focuses on adults. The other explanatory variables are
also considered at the beginning of the decade to mitigate the risk of reverse causality: 𝑋!" is a
vector of standard growth controls while 𝐼𝑁𝐸𝑄!" represents a set of inequality measures.
An analytical framework calls for comparing the effect of inequality under alternative
versions of 𝐼𝑁𝐸𝑄!" in order to test the cholesterol hypothesis, according to which the
opportunity and effort components of total inequality have opposite effects on growth (A). In
the process, the hypothesis is broken down into several smaller ones to be tested in the
benchmark specifications and their robustness checks (B).
A. Testing the cholesterol hypothesis: an analytical framework
Following the cholesterol hypothesis, inequality of opportunity is detrimental to growth
while that of effort is beneficial. Dropping the it subscript to simplify notations, we may write
𝐼𝑁𝐸𝑄 𝛽!"#$ in (2) as 𝛽!"#* 𝐼𝑂𝐾* + 𝛽!"#* 𝐼𝐸𝐾* and expect 𝛽!"#* <0 together with 𝛽!"#* >0;
where IOK* and IEK* denote the “true” inequalities of opportunity and effort based on a
partitioning of the population into 𝐾*≥2 finite types obtained under full observability of
circumstances. Circumstances are not fully observable in practice though, so the hypothesis
𝛽!"#* <0, 𝛽!"#* >0 cannot be tested. I will however test a direct consequence of it, namely:
Hypothesis H1: The estimated effect of total inequality – 𝛽!"#" when considering model
(1) under 𝐼𝑁𝐸𝑄 𝛽!"#$ = 𝛽!"#" 𝐼𝑇𝑂𝑇 – is not robust in terms of sign and significance to
using alternative samples, controls and/or estimation techniques.
H1 embodies the following simple idea. The effect of total inequality on growth mixes
the opposite effects of IOK* and IEK*. Because the estimated magnitude of these two effects
and the way they are mixed depend on the chosen econometric specification, so will the
estimated sign and magnitude of total inequality’s effect as well as its associated significance.
In the OLS case without controls (i.e. imposing 𝛽! =𝛽! =0), this idea can be formalized by
expressing total inequality’s estimated effect as a weighted average of that of IOK* and IEK*:
𝛽!"#" = (𝛽!"#* 𝜔!"#* + 𝛽!"#* 𝜔!"#* )/(𝜔!"#* + 𝜔!"#* ),

(3)

where the weights 𝜔!"#* =𝑉 𝐼𝑂𝐾* +𝑐𝑜𝑣 𝐼𝑂𝐾*, 𝐼𝐸𝐾* and 𝜔!"#* =𝑉 𝐼𝐸𝐾* +𝑐𝑜𝑣 𝐼𝑂𝐾*, 𝐼𝐸𝐾*
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are positive under the trivial assumption that total inequality is positively correlated with each
of its opportunity and effort component (I abstract from the hat notation on the sample
(co)variances and make as if IOK* and IEK* were observable). Equation (3) is helpful to
think about 𝛽!"#" ’s overall lack of robustness in the literature. Its sensitivity to changes of
sample is the most intuitive: as the variance is not scale invariant, 𝛽!"#" weighs more heavily
the negative effect of IOK* in samples where it is large in share of total inequality through the
terms 𝜔!"#* and 𝜔!"#* . Noticeably, equation (3) does not require its coefficients to be
unbiased or consistent: it does not involve the error term 𝜀 in (2) since it derives mechanically
from the definition of the OLS estimator and from writing total inequality as the sum of IOK*
and IEK*. Generalization of (3) without imposing 𝛽! =𝛽! =0 and/or for the within estimator
follows by applying OLS on the suitably transformed data.35 Some growth determinants may
be differently related to IOK* than to IEK* though; especially spatial fixed-effects since most
circumstances one can think of at the micro-level are time-invariant. Controlling for them
may thus severely impact the relative magnitudes and weights of 𝛽!"#* and 𝛽!"#* , which
sheds light on 𝛽!"#" ’s marked lack of robustness across panel and cross-sectional studies.36
So far, the core of the cholesterol hypothesis – 𝛽!"#* <0, 𝛽!"#* >0 – has been stated
relative to the “true” but unobservable inequalities of opportunity and effort, IOK* and IEK*.
Because the range of unfair factors affecting individual income is too large to be fully
observable in any real-life dataset, one can only measure inequalities of opportunity and effort
based on a subset of all circumstances. The resulting measures can be given a more general
interpretation than being solely based on a particular subset of circumstances though: they are
respectively a lower and upper bounds of the true IOK* and IEK* (Ferreira and Gignoux
2011). Hence, the partial observability of circumstances means that any measure of inequality
of effort is in practice contaminated by some unobserved inequality of opportunity. This is
especially problematic when it comes to testing the “effort half” of the cholesterol story. To
gain some knowledge about the consequences of this contamination, I suggest studying how

35

To obtain (3), plug ITOT=IOK*+IEK* in 𝛽!"#" =𝑐𝑜𝑣(𝐺𝑌, 𝐼𝑇𝑂𝑇)/𝑉(𝐼𝑇𝑂𝑇) to express 𝛽!"#" in terms of the
simple OLS growth regression coefficients on IOK* and IEK* (i.e. where IEK* has been omitted for IOK* and
vice versa), and then apply the omitted variable bias formula on them. When 𝛽! =𝛽! =0 is not imposed, replace
ITOT, IOK* and IEK* by their residuals from their regressions on X and ln(Y), and then apply OLS on the
transformed data. Time-demean the data in the first place for the within estimator. By the linearity of
expectation, the equality 𝐼𝑇𝑂𝑇~ =𝐼𝑂𝐾*~ +𝐼𝐸𝐾*~ holds on the transformed data ~, and thus so does equation (3).
36
𝛽!"#" ’s expression in function of 𝛽!"#* and 𝛽!"#* may entail additional assumptions to take the precise form
of a weighted arithmetic average for other estimators than the OLS and within ones. In any case, 𝛽!"#" can be
expected to be all the more non-robust if the form of this expression changes with the estimation technique.
Besides, equation (3) remains a helpful approximation to think about the effect of total inequality, which is
systematically (and unsurprisingly) found to lie between that of its two components in subsections (b) and (c).
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the effect of inequality of effort evolves across regressions as the set of circumstances under
scrutiny grows and, thereby, as the contamination diminishes. Three sets of circumstances are
considered. As each set partitions the population into a distinct number of 𝑘≤𝐾* types, I
conveniently refer to the corresponding measures of inequalities of opportunity and effort as
IOk and IEk:37 IO4 and IE4 consider race and sex; IO16 and IE16 additionally consider
father’s education, the first monotonically imputed parental circumstance (cf. section III);
IO48 and IE48 further consider father’s occupation as a fourth circumstance. Their
hypothesized effects, to be tested in the next subsections, are summarized below:
Hypothesis H2: The estimated effect of inequality of opportunity – 𝛽!"# when
considering model (1) under 𝐼𝑁𝐸𝑄 𝛽!"#$ = 𝛽!"# 𝐼𝑂𝑘 + 𝛽!"# 𝐼𝐸𝑘 – is negative whatever the
set k of circumstances under consideration.
Hypothesis H3: The estimated effect of inequality of effort – 𝛽!"# – is positive under the
comprehensive sets of circumstances considering parental background in addition to race
and sex (k=16 and k=48). Second, it evolves upwards as more circumstances are considered.
H2 and H3 are motivated by the following expressions relating IOk and IEk to their true
counterparts: IOK*=IOk+uIOk and IEk=IEK*+uIOk, where uIOk≥0 is the unobserved part of
inequality of opportunity and where IOK* and IEk can be seen as composite measures, like
total inequality. To operationalize the cholesterol story despite circumstances’ partial
observability, we may make some assumptions about the newly introduced pure (i.e. noncomposite) inequality terms IOk and uIOk; namely, that both are detrimental to growth since
inequality of opportunity’s harmful impact is not expected to hinge on a particular
circumstance. By analogy to the weighted average result previously applied to total inequality
in equation (3), H2 directly follows: because IOk’s effect can be above or below that of IOK*,
its evolution with k is ambiguous although it should remain by assumption negative for all k.
Turning to the first part of H3, without some prior knowledge about the severity of IEk’s
contamination by uIOk, one may as well argue finding a positive effect of IEk despite uIOk or
finding a negative effect because of uIOk. In order to be able to reject the effort half of the
cholesterol hypothesis, I take the risk of mistakenly rejecting it and assume the contaminating
terms uIO48 and uIO16 to be small enough so that the effects of IE48 and IE16 can be
hypothesized positive, like that of their true counterpart IEK*. Such assumption would clearly
be unwarranted regarding IE4, which is contaminated through uIO4 by the important part of
37

As is standard, I assume circumstances to be categorical and not all their categories to be observable, which
also contributes to inequality of effort’s contamination. Moreover, k refers to the number of potential rather than
observed types because, when a lot of circumstance or categories therein are considered, it is common to observe
no individual displaying a particular combination of circumstances.
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inequality of opportunity resulting from parental background. I thus remain agnostic about the
sign of its hypothesized effect. The first part of H3 admittedly relies on assumptions open to
criticism though: the unobservable uIO48 and uIO16 terms are not only assumed to be small
but, not least importantly, detrimental to growth as well, which means we are assuming part
of the cholesterol hypothesis to be correct in the process of testing it (put differently, we a
priori reject the possibility that a positive estimated effect of IEk be in fact driven by uIOk).
Consequently, I grant equal importance to the second part of H3, whose assumptions are
less stringent and which is about the evolution of IEk’s effect with k rather than its sign for a
given k. As further circumstances are considered, uIOk shrinks. We can take advantage of this
fact to gain further evidence about IEk. Its hypothesized effect can be shown to grow upwards
with k under the following measurement error model governing uIOk=IOK*–IOk:
𝐼𝑂𝑘 = 𝛼! 𝐼𝑂𝐾* + 𝑒! ,

(4)

where the subscript k serves to stress which terms besides IOk and IEk depend on a particular
set of observed circumstances. In order to account for inequality of opportunity’s systematic
underestimation, the model generalizes over the classical errors-in-variables (CEV) setup by
not imposing 𝛼! =1. It maintains the no intercept assumption on the ground that IOk equates
zero when IOK* does. Under other standard CEV assumptions, in particular, (i)
𝑐𝑜𝑣 𝑒! , 𝐼𝑂𝐾* =𝑐𝑜𝑣 𝑒! , 𝐼𝐸𝐾* =0 and (ii) 𝑐𝑜𝑣 𝑒! , 𝜀 =0, IEk’s effect is in probability limit:38
𝑝𝑙𝑖𝑚 𝛽!"# = 𝛽!"#* 𝜆! + 𝛽!"#" (1 − 𝜆! ),

(5)

in the OLS case where 𝛽! =𝛽! =0 is imposed.39 The equation simply shows that 𝛽!"# gets
close to 𝛽!"#" when circumstances become few, so that IEk converges towards total
inequality while IOk converges towards a constant of zero. The reliability ratio causing the
well-known

attenuation

bias

from

measurement

error

is

𝜆! =𝑑*/(𝑑*+𝑉 𝑒! 𝑉 𝐼𝑇𝑂𝑇 𝛼! !! )∈[0; 1], where 𝑑*=𝑉 𝐼𝑂𝐾* 𝑉 𝐼𝐸𝐾* – 𝑐𝑜𝑣 𝐼𝑂𝐾*, 𝐼𝐸𝐾*

!

is the denominator in 𝛽!"#* and 𝛽!"#* ’s formulas. Under 𝐸 𝑒! =0, we have 𝛼! =𝐸(𝐼𝑂𝑘)/
𝐸(𝐼𝑂𝐾*)∈[0; 1], which magnifies the attenuation bias and can be interpreted as a measure of
underestimation of inequality of opportunity. Since the scaling factor 𝛼! increases with k, and
38

Assumption (i) is here more realistic than the alternative polar extreme one, 𝑐𝑜𝑣 𝑒! , 𝐼𝑂𝑘 =𝑐𝑜𝑣 𝑒! , 𝐼𝐸𝑘 =0,
as the mismeasurement uIOk depends on the data availability of circumstances. Assumption (ii) means that IOk
and IOK* do not bring fundamentally different information to growth, up to a scaling factor and a random noise.
The resulting hypothesis H3 represents a strong (i.e. sufficient but not necessary) and testable version of the
hypothesis 𝛽!"#* >0, where 𝛽!"# >0 for any large enough k. Also, I use probability limits to stick with the CEV
literature but could have validly instead written both sides of (5) directly in terms of sample moments, as for (3).
39
To obtain (5), plug 𝐼𝑂 *=(𝐼𝑂𝑘– 𝑒! )/𝛼! and 𝐼𝐸𝐾*=𝐼𝑇𝑂𝑇– 𝐼𝑂𝐾* in 𝐼𝑁𝐸𝑄 𝛽!"#$ =𝛽!"#* 𝐼𝑂𝐾*+𝛽!"#* 𝐼𝐸𝐾*
from (2) without controls. The extra assumptions needed to generalize (5) when 𝛽! =𝛽! =0 is relaxed and/or for
the within estimator appear trivial since IOk is comparably (mis)measured across all Brazilian municipalityyears. As for (3), such generalization is then straightforward by applying OLS on the suitably transformed data.
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since it is only natural to assume the contrary for 𝑉 𝑒! – this essentially means the random
part 𝑒! of the mismeasurement decreases on average in magnitude as IOk gets closer to IOK*
–, it follows that 𝜆! increases with k. Under the cholesterol hypothesis, we have 𝛽!"#* >𝛽!"#"
from the population counterpart of equation (3). Hence, we have established that 𝑝𝑙𝑖𝑚 𝛽!"#
should increase with k, which, if verified, would provide some evidence that uIOk (or part of
it, at least) indeed weighs negatively on it.
H1, H2, and H3 are the major hypotheses intended to test the “big” cholesterol
hypothesis according to which, in summary, total inequality does not truly matter for growth
(H1) in that it simply mixes the respectively negative and positive effects of its opportunity
(H2) and effort (H3) components. H1 to H3 are subject to one important potential caveat
though. In the panel of Brazilian municipalities, a high correlation is observed between the
level of total inequality and the share of IOk in it.40 This may signal a pure effect of total
inequality that would exist irrespective of its composition into an opportunity and effort parts.
From a substantive standpoint, 𝛽!"# and 𝛽!"# may thus be biased in that they partly reflect this
pure effect. To address this caveat, one cannot partial out the pure effect of total inequality by
controlling for it together with IOk in the growth model (2). This would simply make
redundant use of information: 𝛽!"# – 𝛽!"# would become the coefficient on IOk and 𝛽!"# that
on total inequality. 41 We can however achieve this objective by testing a subsidiary
hypothesis about model (2) under 𝐼𝑁𝐸𝑄 𝛽!"#$ = 𝑏!"#$ 𝐼𝑂𝑅𝑘 + 𝑏!"#"$ 𝐼𝑇𝑂𝑇, where IORk is
the ratio of IOk to total inequality and where inequalities’ coefficients are denoted by a “b”
instead of a “𝛽” to avoid confusions with the previous versions of model (2):
Hypothesis H4: The estimated rescaled effect of the share of inequality of opportunity in
total inequality – 𝐼𝑂𝑅𝑘 𝑏!"#$ , with 𝐼𝑂𝑅𝑘 the sample counterpart of 𝐸(𝐼𝑂𝑅𝑘) – is negative
whatever the set k of circumstances under consideration. Second, this rescaled effect evolves
downwards as more circumstances are considered.
The first part of H4 assumes that inequality of opportunity, be it in share or in level, is
detrimental to growth whatever the set of circumstances. Its second part studies the
40

The correlation is 0.63 for IO48, 0.59 for IO16 and 0.17 for IO4. The opposite correlation exists for IEk.
The coefficient 𝛽!"# – 𝛽!"# on IOk is the effect of a one-unit increase in IOk holding ITOT fixed and thus of a
simultaneous one-unit decrease in IEk. Though interesting, it does not solve the above problem (plus, it may
overstate, if not carefully interpreted, IOk’s negative effect when that of IEk is positive). Considering IOk in
share (IORk) instead allows ITOT to play an altogether different role in the growth model. IORk’s coefficient is
the effect of a one (hundred percentage points of ITOT) unit increase in IOk accompanied by the simultaneous
same unit decrease in IEk, whether or not ITOT is controlled for, as the two share components sum to a constant
across all macro units. ITOT can then bring some truly new and complementary information compared to when
IOk is in level: we can differentiate the effect of ITOT’s level from that of its composition into IOk and IEk, at
the cost of not being able anymore to differentiate the effects of its two perfectly collinear share components.
41
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consequences of their partial observability by rewriting model (4) as:
𝐼𝑂𝑅𝑘 = 𝛼! 𝐼𝑂𝑅𝐾* + 𝑣! ,

where 𝑣! =𝑒! /𝐼𝑇𝑂𝑇.

(6)

Extending the previous CEV assumptions from (4) to (6), we obtain:42
𝑝𝑙𝑖𝑚 𝑏!"#$ = 𝑏!"#$* Λ! /𝛼! ,

(7)

in the OLS case with 𝛽! =𝛽! =0 imposed and where Λ! ∈[0; 1] is the new reliability ratio,
which has a formula close to 𝜆! ’s in (5) and is also increasing with k.43 Circumstances’ partial
observability results in two opposite forces driving IORk’s effect and making its evolution
with k ambiguous. The random part of the mismeasurement is 𝑣! . Contained in Λ! , it dilutes
the negative effect of IORk and thereby attenuates it towards zero. In contrast, 𝛼! is the
deterministic part of the mismeasurement, as it is fixed for a given k. It reflects the systematic
underestimation of IORk and causes to overestimate its negative effect: because IORk is
measured on a potentially much smaller scale than its true counterpart IORK*, a one-unit
increase represents for it a much larger proportional change and thereby has a larger effect on
growth. To give an idea of this scaling issue, IOR4 represents 11 percent of total inequality on
average across municipality-years, to be compared with 25 for IOR16 and 28 for IOR48.
Fortunately, 𝛼! varies with k because of 𝐸(𝐼𝑂𝑅𝑘), which can be estimated and cancelled out:
we have 𝛼! =𝐸(𝐼𝑂𝑅𝑘)/𝐸(𝐼𝑂𝑅𝐾*), assuming that 𝑒! is independent from ITOT in addition to
𝐸 𝑒! =0. I thus suggest to focus on 𝐼𝑂𝑅𝑘 𝑏!"#$ , whose probability limit 𝑏!"#$* Λ! 𝐸(𝐼𝑂𝑅𝐾*)
is unambiguously getting more negative with k. This rescaled coefficient, obtained by
regressing 𝐼𝑂𝑅𝑘/𝐼𝑂𝑅𝑘 instead of 𝐼𝑂𝑅𝑘 on growth, represents the effect of doubling the
sample average of IORk. Its significance is unaltered since 𝐼𝑂𝑅𝑘 is constant in the sample.
Noticeably, if IOk and IEk were uncorrelated, such that we would not need to control for
IEk in order to estimate IOk’s effect, 𝛽!"# ’s probability limit formula would be very close to
that of 𝑏!"#$ in (7). This sheds light on IOk’s effect, whose evolution with k is ambiguous
essentially for the same reason as IORk’s: the random attenuating factor 𝑒! goes against the
“magnifying" scaling factor 𝛼! . In the next subsections, it is found that IOk’s negative effect
tends to loose in magnitude but to gain in significance as k grows. My explanation is that the
scaling factor dominates over the random one, since multiplying a coefficient by a constant
impacts its magnitude only. However, this intuition cannot be formally proven and, relatedly,
42

The assumptions 𝐸(𝑣! )=0, 𝑐𝑜𝑣 𝑣! , 𝜀 =0, and 𝑐𝑜𝑣 𝑣! , 𝐼𝑂𝐾* =𝑐𝑜𝑣 𝑣! , 𝐼𝐸𝐾* =0 appear equally warranted
than their counterparts from (4), involving 𝑒! instead of 𝑣! , as circumstances are equally available irrespective
of municipalities’ level of total inequality. Assuming 𝑒! to be independent from the joint distribution (𝜀, IOK*,
IEK*) provides a sufficient condition to justify the coexistence of the two sets of assumptions from (4) and (6).
43
We have Λ ! =𝐷*/(𝐷*+𝑉 𝑣! 𝑉 𝐼𝑇𝑂𝑇 𝛼! !! ), with D* the denominator in 𝑏!"#$* and 𝑏!"#"$* ’s formulas, and
with 𝑉 𝑣! =𝐸(1/𝐼𝑇𝑂𝑇 ! )𝑉 𝑒! under the assumption that 𝑒! is independent from ITOT.
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a rescaled version of 𝛽!"# cannot be formally hypothesized to get more negative with k in
general situations where IOk and IEk are correlated and where, therefore, the latter enters
𝛽!"# ’s formula. One would need for this end to model the relative evolutions of 𝑉 𝑒! and 𝛼!
with k because, in the process of partialling out the effect of IEk (which also gets impacted by
the measurement error) from that of IOk, the influences of 𝑒! and 𝛼! on 𝛽!!" become
ambiguous and need not anymore to be respectively attenuating and magnifying.44
Table 4: Summary of the cholesterol sub-hypotheses
Hypothesis H1

𝛽!"#" not robust

Hypothesis H2

𝛽!"# < 0, for 𝑘 ∈ 4,16,48

Hypothesis H3
Hypothesis H4

𝛽!"# > 0, for 𝑘 ∈ 16,48
𝛽!"!" > 𝛽!"!" > 𝛽!"!
𝑏!"#$ < 0, for 𝑘 ∈ 4,16,48
𝐼𝑂𝑅48 𝑏!"#!" < 𝐼𝑂𝑅16 𝑏!"#!" < 𝐼𝑂𝑅4 𝑏!"#!

B. Testing the cholesterol hypothesis: implementation
Taken together, hypotheses H1 to H4 sketch the empirical strategy followed by this
subsection: they break down the cholesterol hypothesis into a set of smaller and empirically
testable ones by considering alternative versions of INEQ in the growth equation (2). The
overall message from the traditional literature focusing on total inequality alone, like H1, is
that its effect on growth is sensitive to relatively minor changes of specification. Therefore, an
integral part of the strategy is to check the robustness of the results by systematically
scrutinizing each of the four hypotheses along two main dimensions: the sets of controls X
and the estimators used to regress (2). I describe the main specifications (a); turn to their
ensuing results (b); and finally consider some further sensitivity analysis (c).
a. Main econometric specifications
First, I study the sensitivity of the inequality results to including of alternative sets of
controls X in model (2). In line with Marrero and Rodríguez (2013), two versions of the
44

In the general case, we have: 𝑝𝑙𝑖𝑚 𝛽!"# = 𝛽!"#* + 𝛼! – 1 𝛽!"#* 𝛼! –! 𝜆! +𝛽!"#" (1– 𝜆! ). In the special

𝑐𝑜𝑣 𝐼𝑂𝑘, 𝐼𝐸𝑘 =0 case, we have: 𝑝𝑙𝑖𝑚 𝛽!"# =𝛽!"#* 𝛼! –! 𝜆! , where 𝜆! =𝛼! ! 𝑉(𝐼𝑂𝐾*)/(𝛼! ! 𝑉 𝐼𝑂𝐾* +𝑉 𝑒! )
and 𝛽!"#* =𝑐𝑜𝑣 𝐼𝑂𝐾*, 𝐺𝑌 /𝑉(𝐼𝑂𝐾*). Notice that, had I modeled IEk’s overestimation in function of IEK* in (4)
instead of IOk’s underestimation in function of IOK*, the evolution of IEk’s effect with k would not anymore be
unambiguous. This would be a less realistic modeling of their systematic mismeasurement though, as the scaling
factor is more pronounced for IOk than IEk: 𝐼𝑂48 is 3.63 times larger than 𝐼𝑂4 while 𝐼𝐸4 is only 1.26 times
𝐼𝐸48 in the panel of municipalities because, whatever k, IOk is measured on a much smaller scale than IEk.
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model are considered – a small and a big one –, which I tailor to the study of Brazilian
municipalities given the census microdata available to compute the macro-level variables. The
small model includes a parsimonious set of standard growth controls. Average years of
schooling controls for educational human capital. For the purpose of estimating a partial
effect of inequality on growth, I favor this measure over the shares of adults in some given
educational categories. The latter is more often used in the growth literature but may here act
as a bad control since it not only measures the stock of human capital but its uneven
distribution as well. Moreover, I compute average years of schooling among the young adult
population, aged 25 to 35, so as to increase its temporal variation (see also Marrero et al. 2016
who adopt a similar approach). Two demography variables, the share of individuals aged 14
or less and that of individuals aged 65 or more, control for the age structure of the population.
Incidentally, they also serve to proxy for the coverage of the inequality measures, which have
been computed among individuals aged 20 to 49. The proportion of agricultural employment
controls for the sectoral composition of the economy. The participation rate, computed as the
share of active individuals among the working age (15 to 64) population, controls for the
health of the labor market. State-dummies control for time-invariant unobserved factors
common to all municipalities from a given state, which can be cultural or even political since
Brazil is a federal country. Finally, decade-dummies control for lurking time-specific shocks
common to the whole Brazil, such as the period of hyperinflation in the 80s.
The big model adds potential correlates of both growth and inequality to the above set of
controls. It reduces the risk of omitted variable bias but may cause two kinds of issues: that of
collinearity, whereby the inequality coefficients are less efficiently estimated; and that of bad
control, whereby some substantively interesting effect of inequality gets partialled out from
the data, which is not less worrying in my opinion. The population weight of municipalities,
computed in share of the national population, is added to study them on more comparable
grounds, as their size varies from a few thousands inhabitants to more than a million. The
share of individuals who moved in the municipality strictly less than 10 years ago controls for
immigration, which ought to be an important phenomenon at this highly disaggregated
geographical level. Omitting it may downward bias inequalities’ coefficients if it is higher in
“welcoming” municipalities with high potential growth and low inequality (of opportunity,
especially). The average proportion of a mother’s surviving children controls for human
capital in health, and ethnic fractionalization is included to check that inequality of
opportunity does not simply proxy for ethnic diversity, which ranges from very low to very
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high levels depending on the municipality.45 Finally, I control for the importance of the
following economic sectors – measured by their respective employment shares in total
municipal employment – deemed particularly relevant to the growth-inequality relationship:
public administration devoted to social security; other public administration; public health
and education; private health and education.46 The necessary details for data replication of
the controls, together with their summary statistics tables, are in the appendix.
Second, I check the robustness of the inequality results against alternative estimators.
This check is essential given that the literature’s inconclusiveness mainly hinges on the way
the time dimension of the growth-inequality relationship is treated. Two time-related factors,
most likely correlated with both growth and inequality, can bias the latter’s coefficients: timeinvariant unobserved ones; and past realizations of the error term 𝜀 in (2), which reflect
municipalities’ initial income conditions and subsequent past growth shocks. As argued in (c),
these dynamic growth processes are an indirect cause of concern that primarily affects 𝛽! , so I
focus on lurking time-invariant factors for the moment. The standard way to control for them
it is to use the within (fixed-effects; FE) estimator, which mechanically removes any timeinvariant sources of bias since it is OLS on the time-demeaned data. I tend to favor it over the
random effects (RE) alternative, which only partly removes those sources of bias since it is
OLS on the quasi-demeaned data. Also, FE has the advantage of being more readily
interpreted causally, as it only uses the temporal variation of the data.
Yet, removing – as FE does – all the purely cross-sectional variation of the data may
have non-benign consequences in terms of efficiency losses for a variable like inequality,
which changes slowly over time and displays a substantial share of variation across space.47
Building on Panizza (2002), 54 to 64 percent of inequality’s variation is explained by
municipality dummies, depending on the measure (the respective extrema refer to IO4, and to
45

Regarding health, I do not distinguish adult children from others (I cannot, as the censuses do not ask
mothers the age of all their children; and I do not seek to, as this would proxy for inequality of opportunity in
health), so this is not a child survival measure but a general one of health quality skewed towards young people.
Regarding fractionalization, I use the standard measure 1 – 𝑛!! , where 𝑛! is the population share of ethnic
group r. Race alone partitions the population here. Without running into micronumerosity issues, I can
categorize it more finely than I did for types, as: Asian; Black; Pardo and Indigenous; White. Fractionalization
ranges from 0.004 to 0.66. In comparison, the theoretical bounds are 0 and, with four ethnic groups, 0.75.
46
These sectors and the proportion of agricultural employment are based on the International Standard
Industrial Classification. A worker is classified in a category primarily according to the activity’s nature of the
establishment he works in, rather than its legal or institutional status. For instance, administration of the school
system falls under public administration (not devoted to social security) while teaching falls under education
(public or private), which I have grouped with health due to micronumerosity issues in small municipalities.
47
As cogently stressed by Plümper and Troager (2007, p. 125), FE’s inefficiency is “not merely a nuisance
leading to somewhat higher SEs. [It] leads to highly unreliable point estimates and may thus cause wrong
inferences in the same way a biased estimator could”. As including a bad control, ignoring the cross-sectional
variation is also problematic on more substantive grounds (see Beck and Katz 2001 for an engaging discussion).
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IE16 and IE48).48 This means that FE leaves us with less than half of inequality’s variation to
estimate its effect on growth: this is not few enough to disqualify FE altogether, as would be
the case for a variable that varies almost exclusively across space; but large enough to require
robustness across RE and FE in order to deem the inequality results meaningful, since the FE
ones can potentially be unstable.49 Put differently, owing to inequality’s large but not extreme
share of cross-sectional variation, it is unclear which estimator wins out in terms of root-mean
squared error, a better criterion of choice than naïve specification tests such as Hausman’s
(Clark and Linzer 2015).50 In conclusion, the two estimators together yield more convincing
evidence than any single one of them alone: I see them as complements rather than substitutes
because their different weaknesses are unlikely to fallaciously lead to the same results.
Pooled-OLS is also considered in the appendix. Despite its general inferiority, its
simplicity makes it a useful basis for comparison: since it is OLS on the untransformed data, it
offers with FE two polar extreme treatments of the data compared to RE. As it happens, only
around 5 percent of growth’s residual variance is estimated to be purely cross-sectional, so
RE’s quasi-demean transformation is quite small here. As a result, the RE and pooled-OLS
results are similar, which is why I leave the latter ones in the appendix. Generally speaking,
pooled and cross-sectional OLS are also are closely related, as none of them take care of timeinvariant unobserved factors. The RE results of this paper should thus be interpreted as
mimicking those from earlier cross-sectional studies in this regard.
Finally, all growth regressions are run on the same refined sample of municipalities: the
smallest ones are dropped because they contain too few micro-level observations to
decompose inequality precisely. Namely, I drop those with strictly less than 240 observations
(not individuals, who are weighted). Therein, the 48 types underlying the computation of
48

FE’s inefficiency crucially depends on this R2 of inequality on municipality dummies and can be seen as an
exacerbated collinearity issue: for instance, 𝑉(𝜀)/(1– 𝑅 ! ) !"(𝐼𝑇𝑂𝑇!" – 𝐼𝑇𝑂𝑇! )! is the variance of ITOT’s simple
FE growth coefficient. It is also interesting to study how time-demeaning the data, which is akin to including
municipality dummies for the slope coefficients and their variance, removes the part of inequality’s variation
that is not already explained by model (2): per capita income and the controls explain around 70 percent (62-75
range depending on the specification) of inequality together with municipality dummies and 30 without (22-39).
49
When the cross-sectional variation in one’s explanatory variable of interest is small, FE’s inefficiency can
only be moderate while RE’s bias can still be large depending on how lurking time-invariant factors covary with
it and the explained variable. RE’s RMSE can then at best slightly outperform FE’s one, so conventional wisdom
suggests to choose FE on the ground that unbiasedness is favored over efficiency for a priori similar RMSEs.
When the variation is extreme, RE is to be chosen: FE tends to trade too much variance against unbiasedness and
simply asks the wrong question to the data; in the limiting case, it cannot be estimated. When one estimator
clearly outperforms the other, considering both is not helpful. Here, it seems more warranted not to put all one’s
eggs in the same basket, especially since the substantive message of inequality’s coefficient (sign, statistical and
practical significance) is more interesting than in its exact value, which is quite prone to sampling variability.
50
Such tests are of limited help: they merely indicate to choose FE over RE when they yield statistically
different results – which is most often nothing but expected – based on the unfounded presumption that such
difference is driven by RE’s bias, while it could very well be driven by FE’s inefficiency in fact.
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IO48 and IE48 – the inequality measures most vulnerable to this micronumerosity issue –
have on average less than 5 observations, which is unacceptably low to compute their mean
incomes and population shares accurately. The remaining municipalities represent 75 percent
of the Brazilian population in 1980, and 85 percent in 1991 and 2000. Other samples of
municipalities are explored in the sensitivity analysis from subsection (c).
b. Main growth regression results
Tables 5, 6 and 7 show the main growth regression results of the paper, which are
systematically scrutinized across the small/big models and the RE/FE estimators. Table 5
focuses on and confirms hypothesis H1: total inequality, when considered as the sole
inequality variable in the regression, has a non-robust effect on growth. Its coefficient 𝛽!"#" is
positive under the RE specifications, turning from insignificant in the small model (col. 1) to
significant in the big one (at the five percent level; col. 3); while it is negative and
insignificant under the FE specifications (col. 2 and 4). It thereby reproduces, within a single
study, the literature’s overall lack of robustness across studies (see also Panizza 2002 or
Bleaney and Nishiyama 2004 for single studies underscoring this lack of robustness).51
Turning to the controls, the negative – but lower than -10 with FE, as discussed in (c) –
coefficient on initial income corroborates the hypothesis of conditional convergence across
municipalities. Results about the other controls shared by the small and big models are in line
with the growth literature: non-rural municipalities with an educated population that is largely
of working age and economically active tend to grow faster than others.52 Regarding the
controls included in the big model only (col. 3 and 4), immigration and health show a strong
positive association with subsequent growth, as expected. Population size also has a
significantly positive RE coefficient. Its FE one is in contrast large and negative but
insignificant, illustrating the estimator’s problems for variables that barely vary across time:
more than 99 percent of population size’s variation is explained by municipality dummies, so
its FE point estimate is unreliable and has a huge standard error (172.4) compared to that
from RE (13.78). Ethnic fractionalization has, if anything, a small effect on growth. The
coefficients on the public administration sector (devoted or not to social security) and on the
health and education (public or private) one are predominantly positive and negative,
respectively. They should be interpreted cautiously though since they are relative to the
51

Interestingly, an opposite pattern of signs would have mirrored more closely the literature’s lack of
robustness, as cross-sectional panel and studies have mainly found a negative and positive effect, respectively.
52
Mean education loses its significance in the FE specifications (col. 2 and 4) though. An explanation is that
educational human capital prompts growth in Brazil mainly when it takes the form of increased access to
primary schooling (lower primary in particular), as opposed to secondary or tertiary one (see the appendix).
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Table 5: Benchmark results about total inequality (H1)
Explained Variable: Brazilian Municipality Annual Per Capita Growth, 80s, 90s, 00s
(1)
(2)
(3)
(4)
RE – Small
FE – Small
RE – Big
FE – Big
Total inequality
0.332
-0.264
0.676**
-0.187
(0.319)
(0.430)
(0.329)
(0.429)
Initial income
-5.881***
-11.63***
-6.358***
-11.81***
(0.217)
(0.248)
(0.224)
(0.255)
Mean education
0.709***
-0.00474
0.706***
0.134
(0.0540)
(0.0957)
(0.0662)
(0.0956)
Rural sector (%)
-1.847***
-4.250***
-1.559***
-3.746***
(0.283)
(0.636)
(0.302)
(0.689)
Labor participation (%)
4.392***
4.490***
3.980***
3.925***
(0.735)
(1.112)
(0.775)
(1.146)
Population aged 14 or
-19.40***
-19.83***
-18.85***
-18.59***
less (%)
(1.561)
(2.034)
(1.563)
(2.081)
Population aged 65 or
-17.99***
0.991
-7.081**
6.357
more (%)
(2.850)
(4.626)
(3.073)
(4.956)
Population size,
47.31***
-219.7
municipal weight (%)
(13.78)
(172.4)
Immigration (%)
2.909***
3.648***
(0.435)
(0.682)
Health, surviving
8.360***
6.733***
offspring (%)
(1.456)
(2.008)
Ethnic fractionalization
-0.202
0.982*
(0.343)
(0.560)
Public admin. sector,
45.00***
9.445
social security (%)
(16.33)
(17.06)
Public admin. sector,
1.435
-0.0816
non social security (%)
(1.693)
(2.728)
Health and education
-4.881***
-10.28***
sectors, public (%)
(1.709)
(2.316)
Health and education
3.474
-14.17***
sectors, private (%)
(3.094)
(3.714)
R-squareda
0.644
0.743
0.655
0.754
Nb. observations
3,501
3,501
3,501
3,501
Muni. FE (within transf.) No
Yes
No
Yes
State FE
Yes
No
Yes
No
Decade FE
Yes
Yes
Yes
Yes
Notes: a R-squared from the OLS regression on the quasi-demeaned and time-demeaned data respectively for the
RE and FE estimations. Fixed-effects and the constant term are omitted from the table output.
*** p<0.01, ** p<0.05, * p<0.1 (robust standard errors clustered at the municipality level in parentheses)

omitted sector, which mostly comprises industrial activities that are highly beneficial to
growth in developing countries (Rodrik 2016). Lastly, this pattern of results about the controls
remains similar when other versions of INEQ than total inequality alone are included in
equation (2). These alternative versions are explored in tables 2 and 3; I do not display the
controls’ coefficients therein to show them in the appendix instead.
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Table 6 shows the section’s central results: it investigates the growth-effects of IOk and
IEk, the two inequalities hypothesized relevant to growth. Importantly with respect to the
effort half of the cholesterol story, it also studies how their effects evolve across regressions
as their underlying set k of circumstances grows and as, resultantly, their measurement
precision improves.53 Compared to table 5, IOk and IEk together replace total inequality as
explanatory variables for each of 𝑘∈ 4,16,48 . In line with H2, IOk is detrimental to growth
at the one percent significance level across the twelve regressions considered.
Hypothesis H3 about IEk carefully examines the partial observability of circumstances
because IEk is contaminated by the inequality resulting from omitted circumstances, which
corresponds to the unobserved part of inequality of opportunity (uIOk): we have
IEk=IEK*+uIOk, with IEK* the inequality of effort of substantive interest that we would be
able to measure, were circumstances fully observable. The hypothesis, broken down into two
parts (see table 4), is verified. First, IE16 and IE48, based on parental background in addition
to race and sex, are beneficial to growth. Their coefficients are noticeably close because their
underlying sets k of circumstance share much information in common. In this regard, the
k=16 set is primarily intended for the second part of H3, tested below. It serves to study the
evolution of 𝛽!"# with k under different scenarios: one where the marginal circumstance does
not bring much orthogonal information to the previous set (father’s occupation, when
comparing k=48 to k=16) and one where it does (father’s education, when comparing k=16 to
k=4). Interestingly, IE4 also appears beneficial to growth despite its important contamination
stemming from the omitted parental circumstances. Owing to this contamination, its FE
coefficients are however only significant at the 10 percent level (col. 7 and 10).
Second, H3 verifies that the positive coefficients on IE16 and IE48 are not spuriously
driven by uIOk.54 The rationale is that it cannot a priori be ruled out that the cholesterol
hypothesis is wrong (in the sense that uIOk is beneficial to growth) in the process of testing it.
Following the analytical framework from subsection A, if the cholesterol hypothesis is correct
53

Compared to IO4/IE4, IO16/IE16 and IO48/IE48 entail: a precision gain, as they take into account additional
circumstances lessening IOk’s systematic underestimation and IEk’s systematic overestimation; and a precision
loss, as these circumstances are obtained through MI. Based on the satisfying MI results from section III.B.a, I
consider the gain to outweigh the loss, so my favorite IOk/IEk versions are IO16/IE16 and especially IO48/IE48.
Notice that there is no a priori reason to suspect this precision loss to be systematically related to growth, a view
supported by further investigation of MI’s performance in the appendix: MI introduces in the inequality
measures some random source of noise that can be viewed as an increase in the variance of 𝑒! in equation (4).
54
The evidence is admittedly imperfect since there still remain some unobserved circumstances under the
k=48 set. The 𝛽!"!" >𝛽!"!" >𝛽!"! result however makes me confident that adding a fifth circumstance to the k=48
set would not overturn the 𝛽!"# >0 result. This view is further supported by fact that the k=48 set is already quite
rich: since most circumstances are correlated to each other, the marginal contribution of a fifth one to IOk and
IEk’s measurement can reasonably be expected to be small.
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Table 6: Benchmark results about inequalities of opportunity (H2) and effort (H3)
Explained Variable: Brazilian Municipality Annual Per Capita Growth, 80s, 90s, 00s
Small – k=4 Small – k=16 Small – k=48 Big – k=4
Big – k=16
Big – k=48
(1)
(2)
(3)
(4)
(5)
(6)
RE estimation
Ineq. of opportunity -3.320***
(IOk)
(0.941)
[-0.170]

-2.559***
(0.549)
[-0.300]

-2.400***
(0.507)
[-0.319]

-2.522***
(0.909)
[-0.129]

-2.079***
(0.539)
[-0.244]

-1.944***
(0.500)
[-0.258]

Ineq. of effort
(IEk)

3.759***
(0.561)
[1.234]

4.399***
(0.606)
[1.375]

1.439***
(0.380)
[0.568]

3.944***
(0.558)
[1.295]

4.579***
(0.601)
[1.432]

(9)

(10)

(11)

(12)

1.224***
(0.379)
[0.483]

(7)
(8)
FE estimation
Ineq. of opportunity -4.665***
(IOk)
(1.255)
[-0.238]

-2.074***
(0.704)
[-0.243]

-2.151***
(0.644)
[-0.286]

-4.050***
(1.287)
[-0.207]

-1.719**
(0.720)
[-0.202]

-1.832***
(0.660)
[-0.244]

Ineq. of effort
(IEk)

2.173***
(0.739)
[0.713]

2.998***
(0.809)
[0.937]

0.800*
(0.467)
[0.316]

1.900***
(0.720)
[0.624]

2.686***
(0.782)
[0.840]

0.857*
(0.479)
[0.338]

Nb. observations
3,501
3,501
3,501
3,501
3,501
3,501
Notes: Except for the inequality variables, specifications are the same as in table 5. Results about the noninequality variables are omitted from the table output and shown in the appendix. IO4/IE4 consider race and sex;
IO16/IE16 race, sex and father’s education; and IO48/IE48 race, sex, father’s education and father’s occupation.
In brackets are the rescaled coefficients 𝐼𝑂𝑘𝛽!"# and 𝐼𝐸𝑘𝛽!"# , with 𝛽!"# and 𝛽!"# the original ones displayed
two lines above and with 𝐼𝑂𝑘 and 𝐼𝐸𝑘 the sample averages of the inequality indices 𝐼𝑂𝑘 and 𝐼𝐸𝑘.
*** p<0.01, ** p<0.05, * p<0.1 (clustered standard errors of the non-rescaled coefficients in parentheses)

and inequality of opportunity – be it observed or not – is detrimental to growth whatever its
underlying set of circumstances, then we should observe 𝛽!"# to grow upwards with k as IEk’s
contamination by uIOk diminishes. This is indeed what we observe in each of the four
regression variants formed by the small/big models and the RE/FE estimators.
In contrast to 𝛽!"# , 𝛽!"# ’s evolution with k cannot be predicted a priori because IOk does
not get contaminated by omitted circumstances: it simply gets underestimated. As a result,
𝛽!"!" will for instance be lower than 𝛽!"! if and only if (a quantity close to) inequality due to
father’s education is more detrimental than IO4.55 Still, 𝛽!"# ’s evolution can be explained a
posteriori thanks to subsection A’s analytical framework. As k grows, 𝛽!"# ’s magnitude
decreases but does so less rapidly than its standard error, so the coefficient actually gains in
significance (except from col.7 to 8, where its test statistic falls). This contrasted evolution of
magnitude and significance suggests that the scaling factor 𝛼! in equation (4) depicts well the
systematic underestimation of IOk and that 𝛽!"# ’s evolution towards zero is misleading:
55

This follows from the weighted average result (equation 2) applied to IO16=IO4+(IO16-IO4), with (IO16IO4) some residual inequality of opportunity, hypothesized detrimental, approximating inequality due to father’s
education (it equates it if father’s education is independent from race and sex; see Tang and Petrie 2009).
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𝛽!"! ’s magnitude is greater than 𝛽!"!" ’s simply because a one-unit increase represents a
larger proportional change for IO4 than for the on average twice larger IO16. It turns out that,
once the two measures are compared over a common scale, IOk’s detrimental impact actually
intensifies from k=4 to k=16, as shown by the rescaled coefficients in brackets, obtained by
replacing 𝐼𝑂𝑘 and 𝐼𝐸𝑘 with 𝐼𝑂𝑘/𝐼𝑂𝑘 and 𝐼𝐸𝑘/𝐼𝐸𝑘 in model (2). 56 Noticeably, the same
applies from k=16 to k=48 even though 𝐼𝑂48 is only around 1.15 times larger than 𝐼𝑂16.
These rescaled coefficients can also be used to assess IOk and IEk’s practical
significance: they represent the effects of doubling the levels of IOk and IEk for the average
municipality. These effects are important, especially when estimated under the most
comprehensive set of circumstance (k=48; col. 3, 6, 9 and 12). At a minimum across the
small/big and RE/FE specifications, doubling IO48 reduces the average Brazilian
municipality’s growth rate by 0.244 point per year while doubling IE48 has an even more
important impact consisting in a boost to annualized growth of 0.840 point (col. 12). Put in
perspective, these combined effects represent a minimal growth differential of approximately
32.5=30*(0.244+0.840) percentage points over the 1980-2010 period under study.
Table 7 explores the growth-effects of total inequality and of the share of inequality of
opportunity in it (IORk=IOk/ITOT). Its underlying regression model takes an intermediate
standpoint compared to those from tables 5 and 6, where either the level or the composition of
total inequality is constrained to have a zero-effect on growth. In line with H4, IORk is
detrimental to growth. Because IORk is by construction perfectly collinear to its effort
counterpart IERk=IEk/ITOT, H4 can formally establish that its effect should intensify with k
once IORk’s average value is rescaled to unity (as opposed to H2 about IOk), which is what
the bracketed coefficients show. As explained in subsection A, this indicates that the findings
from tables 5 and 6 are not driven by a misspecification of their underlying regression
models. The coefficient on total inequality, whose composition is held constant through IORk,
is also interesting: it represents the effect of total inequality that is “pure” in the sense that it is
not attributable to any of its IOk or IEk components. Table 3 delivers a sensible message in
this regard. The RE specifications (col. 1 to 6) pinpoint to a positive pure effect of total
inequality, which intensifies as k grows and as its estimation improves.57 This finding is
reasonable since the cholesterol hypothesis, like virtually any other in social sciences, is not
56

In contrast (and in line with the analytical framework: see equation 5), this scaling issue is not what drives
the evolution of IEk’s effect with k: both its original and rescaled coefficients are going in the same direction.
57
The pure effect also gets impacted through IORk by circumstances’ partial observability. It gets closer to the
impure effect 𝛽!"#" , studied in table 1, when circumstances are few: following the analytical framework from
subsection A and under the same assumptions as in (7), we have 𝑝𝑙𝑖𝑚 𝑏!"#"$ = 𝑏!"#"$* Λ ! + 𝛽!"#" (1 − Λ ! ).

38

Table 7: Benchmark results about inequality of opportunity (in ratio to total inequality;
H4) and total inequality (H5)
Explained Variable: Brazilian Municipality Annual Per Capita Growth, 80s, 90s, 00s
Small – k=4 Small – k=16 Small – k=48 Big – k=4
Big – k=16
Big – k=48
(1)
(2)
(3)
(4)
(5)
(6)
RE estimation
Ineq. of opportunity, -2.632***
ratio (IORk)
(0.644)
[-0.294]
Total inequality
(ITOT)

-2.862***
(0.550)
[-0.713]

0.613*
1.669***
(0.319)
(0.394)
(7)
(8)
FE estimation

Ineq. of opportunity, -2.321***
ratio (IORk)
(0.786)
[-0.260]

-1.573***
(0.609)
[-0.392]

-2.746***
(0.540)
[-0.777]

-2.195***
(0.640)
[-0.246]

-2.491***
(0.541)
[-0.620]

-2.376***
(0.529)
[-0.672]

1.731***
(0.407)
(9)

0.883***
(0.327)
(10)

1.821***
(0.395)
(11)

1.869***
(0.407)
(12)

-1.834***
(0.617)
[-0.519]

-2.004***
(0.771)
[-0.224]

-1.206**
(0.593)
[-0.300]

-1.461**
(0.599)
[-0.413]

Total inequality
(ITOT)

-0.0105
0.511
0.728
0.0267
0.408
0.603
(0.423)
(0.540)
(0.569)
(0.422)
(0.528)
(0.553)
Nb. observations
3,501
3,501
3,501
3,501
3,501
3,501
Notes: Except for the inequality variables, specifications are the same as in table 5. Results about the noninequality variables are omitted from the table output and shown in the appendix. In brackets are the rescaled
coefficients 𝐼𝑂𝑅𝑘𝛽!"#$ , with 𝛽!!"# the original ones displayed two lines above and with 𝐼𝑂𝑅𝑘 the sample
averages of the inequality indices 𝐼𝑂𝑅𝑘=𝐼𝑂𝑘/𝐼𝑇𝑂𝑇.
*** p<0.01, ** p<0.05, * p<0.1 (clustered standard errors of the non-rescaled coefficients in parentheses)

all-encompassing: there might admittedly be some channels (e.g. the savings one, if credit
constraints and saving preferences are similar across types for a given level of individual
income) through which inequality impacts growth irrespective of its composition. Still, those
channels are of lesser importance, which is the position defended in H1 to H4: the level of
total inequality systematically has a lesser impact on growth than its composition (IORk); and
this impact, which turns insignificant under FE (col. 7 to 12), is at best non-robust.
c. Sensitivity analysis
I now turn to dynamic issues associated with the FE and RE estimators. In order not to
overwhelm the reader with numerical results, I focus on the central hypotheses H2 and H3.
These are tested using the big model only since 𝛽!"# and 𝛽!"# are highly robust to the controls
included in model (2). I also disregard the intermediate set of circumstances (k=16) to focus
on the smallest and largest ones (k=4 and k=48, respectively). The sensitivity analysis of
hypotheses H1 and H4, as well as of the small model and of the k=16 set, is in the appendix.
The FE estimator time-demeans equation (2) to remove time-invariant sources of bias
therein. In the process, it however introduces a new bias because initial income 𝑙𝑛 𝑌!" acts as
a lagged dependent variable among the regressors, as can be seen by rewriting (2) as:
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!

𝑙𝑛 𝑌!"!!" = !"! + 𝜌! 𝑙𝑛 𝑌!" + 𝑋!"

!!

+ 𝐼𝑁𝐸𝑄!"
!"

!!"#$
!"

+

!!"!!"
!"

!

with 𝜌! = 1 + !"! ,

(9)

which has been obtained by approximating the interval s between the 1980, 1991, 2000 and
2010 censuses with a 10-years constant and by adding 𝑙𝑛 𝑌!" to both sides of (2), where both
sides have previously been divided by 10 since growth 𝐺𝑌!",!!! = 100 𝑙𝑛 𝑌!"!! – 𝑙𝑛 𝑌!" /𝑠
is computed in annualized percentage points.58 As the lagged dependent variable 𝑙𝑛 𝑌!"
mechanically becomes correlated with the idiosyncratic component of the error term 𝜀!"!!"
once the two are time-demeaned, its FE coefficient 𝜌! is biased. This bias on 𝜌! , which is
downwards under mild assumptions, can be sizable when the number of time periods is small
and in turn affects 𝛽!"#$ to the extent that the inequality variables are correlated with initial
income (holding the other regressors fixed; Nickell, 1981). In subsection (b), the bias appears
sizable since the FE coefficient 𝛽! is lower than -10, which corresponds to an implausible
negative value for 𝜌! . By the same token, the RE coefficient 𝛽! is also biased, albeit by a
lesser extent since the RE estimator relies on a partial time-demeaning of the data.59
The panel GMM approach is popular in the growth literature for its ability to cope with
time-invariant sources of bias in the presence of a lagged dependent variable such as initial
income. I use the system-GMM estimator from Arellano and Bover (1995) and Blundell and
Bond (1998), which combines two sets of orthogonality conditions in a system of equations.
The first set relates to the first-differenced version of (9). Like FE’s within transformation,
the first-difference transformation removes time-invariant sources of bias but introduces a
mechanical correlation between initial income and the error term. However, it allows using
lagged levels (at time t-10 and earlier) of the regressors as instruments for their current
differences (between t and t-10) in order to remedy this dynamic panel bias. Under the
assumption that the idiosyncratic component of the error term 𝜀!"!!" is neither autocorrelated
nor correlated with 𝑋!" or 𝐼𝑁𝐸𝑄!" in the original equation (9), these lagged levels must be
uncorrelated with (𝜀!"!!" − 𝜀!" ) and can thus serve as an exogenous source of variation for
the equation in first-differences. Yet, the above instruments are typically weak in growth
regressions, where the untransformed explanatory variables – and 𝑙𝑛 𝑌!" in particular – are
highly persistent over time (Bond, Hoeffler and Temple 2001). The ensuing finite-sample bias
can be serious even when the number of observations is very large (Bound, Jaeger, and Baker
1995). To strengthen instrumentation, system-GMM uses an additional set of more
58

I refer to equation (9) for ease of exposition about the dynamics of the growth model but keep displaying the
estimates from (2) without relying on the approximation according to which s is constant over time.
59
But the RE estimator is also impacted by time-invariant factors, an upward source of bias for 𝜌! . Its RE
estimate should here be interpreted as biased upwards, given the similarity of pooled-OLS and RE in this paper.
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informative orthogonality conditions. These relate to the original version of (9), whose
explanatory variables in levels (at time t) can be instrumented with their first differences
(between t and t-10; earlier differences imply redundant moment conditions) under additional
assumptions about municipalities’ initial conditions in 1980.60
The top of table 8 shows the panel GMM results. All available instruments are used in
columns 1 and 2. Instrument proliferation can be problematic in GMM estimation (Roodman
2009a). Although the number of instruments (83) is already low relative to that of
municipalities (>1000), I reduce their count out of security using their collapsed matrix in
columns 3 and 4. The above estimates are based one the one-step weighting matrix of GMM’s
moment conditions; I consider the asymptotically more efficient two-step estimator using
Windmeijer’s (2005) variance correction (and all available instruments) in columns 5 and 6.
The three GMM variants confirm hypotheses H2 and H3: 𝛽!"# is negative while 𝛽!"# is
positive and more than doubles from k=4 to k=48. However, I do not take too much comfort
in these satisfying results, for two reasons. First, Bun and Windmeijer (2010) contradict some
previously common-held belief and show that, in the presence of persistent series, systemGMM can suffer from severe weak instrumentation despite its second set of more informative
orthogonality conditions. Bazzi and Clamens (2013) explore this issue in growth regressions.
Their simulation and replication work shows that system-GMM's growth estimates are
typically plagued by weak instrumentation; which Kraay (2015) further confirms in the
growth-inequality context. Second and most importantly, the tests of overidentifying
restrictions have a zero p-value, which essentially means that GMM’s underlying residuals
and (invalid) instruments are correlated.61 In conclusion, the GMM estimates are shown for
comparability with the literature but should be interpreted with all the more caution since
invalid and weak instruments are two sources of finite-sample bias that magnify each other.62
To the extent that my interest lies in the growth-effect of inequality, relying on internal
60

Essentially, deviations of the regressors’ initial levels (in 1980) from their steady-state levels should not be
correlated with the latter. Regarding 𝑙𝑛 𝑌!" for instance, municipalities far away in 1980 from their steady-state
income should not systematically converge towards a high or low income in the long-run: they should not grow
systematically faster or slower than others, as the model imposes the same rate of conditional convergence to all
municipalities. For further discussion, see Blundell and Bond (2000), Bond (2002) or Roodman (2009a, 2009b).
61
I do not have enough time periods to implement Arellano and Bond (1991)’s test for second-order
autocorrelation in the differenced residuals. In any case, the significance of the Sargan and Hansen tests suffices
to establish a clear violation of GMM’s assumptions. In the appendix, I try reducing the endogeneity of the
instruments by using their most distant lags only or by implementing Arellano and Bond (1991)’s first-difference
GMM, where only the instruments in level are used; the Sargan and Hansen tests remain highly significant.
62
See also Islam (2001) and Hauk and Wacziarg (2009), who cast doubt on GMM as the standard estimation
technique in the growth literature. They compare various dynamic panel estimators on simulated growth data and
find that least-square estimators (e.g. FE) tend to outperform GMM ones. The severe data disruption (firstdifferencing plus instrumentation) entailed by GMM may explain why it is highly sensitive to departures from its
assumptions, even though these are relatively weak. Besides, such disruption may cause large efficiency losses.
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Table 8: Checks against dynamic panel bias (H2 and H3, big model only)
Explained Variable: Brazilian Municipality Annual Per Capita Growth, 80s, 90s, 00s
k=4
k=48
k=4
k=48
k=4
k=48
(1)
(2)
(3)
(4)
(5)
(6)
System GMM estimationa
Full
Full
Collapse
Collapse
Two-step
Two-step
Ineq. of opportunity -4.166***
(IOk)
(1.416)
[-0.213]

-1.635**
(0.663)
[-0.217]

-2.502*
(1.464)
[-0.128]

-1.277*
(0.725)
[-0.170]

-4.838***
(1.823)
[-0.247]

-1.653**
(0.837)
[-0.220]

Ineq. of effort
(IEk)

4.247***
(1.030)
[1.328]

1.089*
(0.609)
[0.430]

2.705**
(1.087)
[0.846]

1.946***
(0.656)
[0.768]

4.252***
(1.191)
[1.329]

Hansen test (p-value) 0
0
0
0
Sargan test (p-value) 0
0
0
0
Nb. instruments
83
83
51
51
(7)
(8)
(9)
(10)
RE estimation, constrained coefficient 𝜌! on initial income
𝜌! = 0.4
𝜌! = 0.4
𝜌! = 0.6
𝜌! = 0.6

0
0
83
(11)

0
0
83
(12)

𝜌! = 0.8

𝜌! = 0.8

Ineq. of opportunity -2.454***
(IOk)
(0.896)
[-0.125]

-1.707***
(0.457)
[-0.227]

-4.909***
(0.910)
[-0.251]

-3.907***
(0.457)
[-0.520]

-7.394***
(0.999)
[-0.377]

-6.196***
(0.488)
[-0.824]

Ineq. of effort
(IEk)

4.627***
(0.592)
[1.447]

0.249
(0.366)
[0.0981]

4.484***
(0.602)
[1.402]

-1.000**
(0.388)
[-0.394]

4.326***
(0.641)
[1.352]

(17)

(18)

𝜌! = 0.8

𝜌! = 0.8

2.012***
(0.570)
[0.794]

1.481***
(0.359)
[0.585]

(13)
(14)
(15)
(16)
FE estimation, constrained coefficient 𝜌! on initial income
𝜌! = 0.4
𝜌! = 0.4
𝜌! = 0.6
𝜌! = 0.6
Ineq. of opportunity -9.687***
(IOk)
(1.433)
[-0.495]

-7.086***
(0.679)
[-0.942]

-11.65***
(1.554)
[-0.595]

-8.966***
(0.737)
[-1.192]

-13.62***
(1.697)
[-0.696]

-10.85***
(0.805)
[-1.442]

Ineq. of effort
(IEk)

2.716***
(0.931)
[0.849]

-3.270***
(0.565)
[-1.290]

2.726***
(1.030)
[0.852]

-4.323***
(0.624)
[-1.706]

2.737**
(1.144)
[0.856]

-2.217***
(0.513)
[-0.875]

Nb. observations
3,501
3,501
3,501
3,501
3,501
3,501
Notes: Estimates are from model (2), not (9). Besides the GMM estimation or the constrained coefficients, the
same specifications are used and the same explanatory notes apply as in table 6 (big model).
a
State-dummies are not included among the regressors or the instruments, following Roodman (2009b). As is
standard, year-dummies are included among the regressors but are only used as instruments for the equation in
level, where they act as their own instruments. Excluded municipality-years, which are prone to measurement
error, have their variables zeroed-out in the instrument matrix so as not to introduce some noise therein.

instruments to address the endogeneity of initial income can be viewed as an unnecessary
statistical sophistication. I follow Acemoglu et al. (2015) in bypassing this endegenoity issue.
As they cogently notice, the issue is indirect as it affects 𝛽!"#$ only through the association of
𝐼𝑁𝐸𝑄!" and 𝑙𝑛 𝑌!" : if we knew the true value of 𝜌! and could impose it, we would obtain
unbiased FE coefficients on 𝐼𝑁𝐸𝑄!" (assuming standard strict exogeneity of the regressors
other than 𝑙𝑛 𝑌!" ). We can thus impose a range of credible values on 𝜌! to check whether the
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endogeneity of initial income has driven the benchmark inequality results of table 6. The
growth literature offers external knowledge about such a credible range. Cross-sectional (and
pooled-OLS) estimates of 𝜌! , which are biased upwards by unobserved time-invariant growth
determinants, are repeatedly found to be around 0.8 (e.g Mankiw, Romer and Weil 1992;
Barro and Sala-i-Martin 1992; Sala-i-Martin 1996a, 1996b). Panel data studies in contrast
report downward biased estimates close to 0.4 (e.g. Islam 1995; Caselli, Esquivel and Lefort
1996).63 Based on the regularity of these findings, I constrain 𝜌! to equate either 0.4, 0.6 or
0.8 In order to conciliate unbiasedness with efficiency, I do so for both the RE and FE
estimators, respectively in the middle and bottom of table 8.64
As 𝜌! increases, the assumed speed of conditional income convergence decreases, so
𝛽!"# and 𝛽!"# are capturing a longer-run effect on growth: when convergence is slow, the
impact of inequality on future incomes and growth rates takes longer to decay away. Three
points are worth noticing about the evolution of the inequality coefficients with 𝜌! . First, 𝛽!"!
and 𝛽!"!" are systematically getting more negative as the assumed convergence slows down.
This downward evolution is sensible because inequality of opportunity primarily reflects
long-term phenomena such as elite capture; lack of widespread access to schooling; or
cultural practices associated with racial, gender and socio-economic discrimination (be it
intentional or not). Second, 𝛽!"! displays the same downward evolution. In contrast to table 6,
it is even negative under FE (col. 13, 15 and 18), though it remains higher than 𝛽!"! (and than
𝛽!"#" , by equation 3). This finding, which does not contradict H3, is unsurprising because the
values of 𝜌! imposed here are much higher than those previously estimated with FE:
inequality of opportunity being a longer-term phenomenon than that of effort, its unobserved
part uIO4 weighs more heavily on 𝛽!"! than it does in table 6. Third, 𝛽!"!" is strongly positive
and stable in function of 𝜌! , which is consistent with a mild contamination of IE48 by uIO48.
Some final robustness checks, unrelated to the dynamics of the growth model, are
performed in table 9. First, all municipality-years are considered (col. 1, 2, 7 and 8), including
the smallest ones where IOk and IEk are imprecisely measured. These “small municipalities",
63

These estimates are based on the 0.02 and 0.1 annual speed of conditional convergence reported respectively
by cross-sectional and panel data studies. In a Solow framework with 𝑠=10, the speed equates 𝑙𝑛 𝜌! /(−10).
Note that Caselli et al. (1996) use first-difference GMM instead of system-GMM; Bond et al. (2001) argue that
their estimate of 𝜌! is biased in the direction of FE (i.e. downwards), due to severe weak instrumentation.
64
The constraints are imposed by replacing 𝑙𝑛 𝑌!"!!" in the left-hand side of (9) with 𝑙𝑛 𝑌!"!!" − 𝜌! 𝑙𝑛 𝑌!"
and by dropping 𝑙𝑛 𝑌!" from its right-hand side before the data is time or quasi-demeaned. Note that the RE
estimate of 𝜌! implied by table 5 (column 3), which is upward biased as previously explained, equates
approximately the 0.4 lower-bound from the growth literature. This suggests that 0.4 is a highly plausible value
for 𝜌! , which corresponds to a relatively fast rate of convergence.
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Table 9: Checks about the estimation sample and the age adjustment of individual
income (H2 and H3, big model only)
Explained Variable: Brazilian Municipality Annual Per Capita Growth, 80s, 90s, 00s
k=4
k=48
k=4
k=48
k=4
k=48
(1)
(2)
(3)
(4)
(5)
(6)
RE estimation
All muni.
All muni.
Without 80s Without 80s No age adj.
No age adj.
Ineq. of opportunity -2.071**
(IOk)
(0.883)
[-0.107]

-1.687***
(0.407)
[-0.223]

-2.779**
(1.126)
[-0.132]

-2.820***
(0.564)
[-0.372]

-1.820**
(0.888)
[-0.101]

-1.567***
(0.481)
[-0.217]

Ineq. of effort
(IEk)

3.947***
(0.515)
[1.200]

0.426
(0.441)
[0.174]

3.930***
(0.681)
[1.271]

1.314***
(0.364)
[0.551]

4.018***
(0.558)
[1.353]

(9)

(10)

(11)

(12)

Without 80s

Without 80s

No age adj.

No age adj.

1.124***
(0.333)
[0.432]

(7)
(8)
FE estimation
All muni.
All muni.
Ineq. of opportunity -2.000**
(IOk)
(0.864)
[-0.103]

-1.514***
(0.457)
[-0.200]

-5.160***
(1.160)
[-0.244]

-3.329***
(0.606)
[-0.439]

-3.558***
(1.184)
[-0.198]

-1.534**
(0.628)
[-0.212]

Ineq. of effort
(IEk)

1.124*
(0.650)
[0.342]

0.172
(0.534)
[0.0702]

3.727***
(0.862)
[1.206]

0.544
(0.450)
[0.228]

1.806**
(0.721)
[0.608]

-0.221
(0.388)
[-0.0848]

Nb. observations
4,275
4,275
2,596
2,596
3,501
3,501
Notes: Besides the estimation sample or the individual income data on which inequality is computed, the same
specifications are used and the same explanatory notes apply as in table 6 (big model).

excluded so far, differ from others in terms of observed growth determinants. For instance,
they are disproportionately located in Brazil’s two poorest regions, the North and Northeast.
Such systematic differences are not problematic since model (2) already controls for them.
Still, they indicate that the size of a municipality may be associated with other, potentially
unobserved, growth determinants.65 It thus appears important to verify that the exclusion of
the small municipalities has not inadvertently generated a selection bias. Second, the 1980s –
Brazil’s “lost decade” – are excluded from the estimation sample (col. 3, 4, 9 and 10). During
this period of recession and hyperinflation, Brazil has witnessed a series of economic crises
and macroeconomic stabilization plans. These events, captured by the time dummies of the
growth model, should not bias 𝛽!"# and 𝛽!"# . They may however increase their standard
errors since they have largely influenced growth in the 1980s but cannot be accounted for by
inequality. Another motivation for studying the sensitivity of 𝛽!"# and 𝛽!"# to the exclusion
65

Many municipalities are “small” (i.e. have less than 240 micro-observations available to compute IOk and
IEk) in one census year only, the 1980 one mainly. To avoid introducing further unobserved differences between
the estimation and full samples, I keep these in the other years. The growth model (2) controls for their uneven
distribution across years thanks to the time-dummies. More generally, the big model controls for any potential
source of selection bias that is (conditionally) linearly related to growth: population size strongly proxies for the
number of micro-observation, on the full basis of which municipality-years have thereby been selected.
Departures from this linear assumption are however likely given the wide range of the population size variable.
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of the 1980s is Brazil’s transition towards democracy, which has taken place in the second
part of the decade. This institutional change may have altered the link between inequality and
growth, which calls for not constraining 𝛽!"# and 𝛽!"# to be the same before and after the
1980s. Third, the effect of age is not removed from the individual income data on which IOk
and IEk are computed (col. 5, 6, 11 and 12; see section II about the age adjustment). This is
also a check of the multiple imputation procedure, as the k=48 specification involves running
a new imputation model where individual income is not adjusted for age. The table’s results
are comparable to their benchmark counterparts from table 6 but the severely contaminated
𝛽!"! term is unstable, as in table 8. Namely, it tends to loose its significance, especially under
the FE specifications. This once again underlies the importance of relying on a
comprehensive set of circumstances to properly distinguish the growth-effects of IOk and IEk.
V.

Conclusion
This paper explores one recent explanation for the inconclusiveness of the growth-

inequality literature. Namely, that income inequality is a composite measure of inequalities of
opportunity and effort, which are expected to have contradictory effects on growth. The
present paper explores the issue empirically in Brazilian municipalities. It confirms the
pioneering work by Marrero and Rodríguez (2013) who found in US states that inequality of
opportunity is detrimental to growth, while inequality of effort appears beneficial to growth.
The aforementioned explanation being validated in an emerging country, it appears to gain
legitimacy and power in terms of generalization.
Inequality of opportunity is here measured based on alternative sets of unfair factors
called “circumstances” (defined as being outside of the individual control): gender and race,
and/or father’s education, and/or father’s occupation. The inclusion of parental circumstances,
an important determinant of inequality of opportunity, is allowed by a procedure of multiple
imputation. This novel approach in the empirical literature about inequality of opportunity
thus may be helpful for future research in the field given the current paucity and lack of
comparable individual-level data on circumstances.
Comparing the results on inequalities of opportunity and effort based on different set of
circumstances is another contribution of the paper. The evolution of the growth-effects of the
two inequalities is studied as they measurement improves thanks to the introduction of
additional circumstances. The two effects evolve in conformity with the choletherol
hypothesis, which this paper has analyzed within a generalization of the classical errors-invariables setup. The effect of inequality of opportunity is significantly negative and gains in
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significativity when considering a broader set of circumstances. That of inequality of effort is
significantly positive and also gains in significativity with the number of circumstances.
Overall, these results suggest that suitable redistributive policies may prompt both growth and
equity in Brazil.
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